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Abst r act

Any XM. ( Extensibl e Markup Language) docunent is part of a set of XM
docunents that are logically equivalent within an application
context, but which vary in physical representation based on syntactic
changes permitted by XML 1.0 and Nanmespaces in XM.. This
specification describes a nethod for generating a physica
representation, the canonical form of an XML docunent that accounts
for the pernissible changes. Except for limtations regarding a few
unusual cases, if two docunents have the same canonical form then
the two docunents are logically equivalent within the given
application context. Note that two docurments nay have differing
canoni cal forms yet still be equivalent in a given context based on
application-specific equival ence rules for which no generalized XM
speci fication could account.
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1. Introduction

The XML 1.0 Recommendati on [ XM.] specifies the syntax of a class of
resources called XM. docurments. The Nanespaces in XM. Recomendati on
[ Names] specifies additional syntax and semantics for XM. docunents.
It is possible for XML docunents which are equivalent for the

pur poses of many applications to differ in physical representation
For exanple, they may differ in their entity structure, attribute
ordering, and character encoding. It is the goal of this
specification to establish a nethod for determ ning whether two
docunents are identical, or whether an application has not changed a
docunent, except for transformations permtted by XML 1.0 and
Nanmespaces.
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1.1 Term nol ogy

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ Keywords].

See [ Nanes] for the definition of QNare.

A docunent subset is a portion of an XM. docunent indicated by a
node-set that may not include all of the nodes in the document.

The canonical formof an XML docunment is physical representation of
the docunent produced by the nethod described in this specification
The changes are summarized in the following list:

* The document is encoded in UTF-8

* Line breaks normalized to #xA on input, before parsing

* Attribute values are normalized, as if by a validating
processor

* Character and parsed entity references are repl aced

* CDATA sections are replaced with their character content

* The XM. decl arati on and docunent type declaration (DID) are
renoved

* Enpty elenents are converted to start-end tag pairs

* Wi tespace outside of the docunent elenent and within start and
end tags is nornualized

* All whitespace in character content is retained (excluding
characters removed during line feed normalization)

* Attribute value delimters are set to quotation marks (double
guot es)

* Special characters in attribute values and character content
are replaced by character references

* Superfl uous nanmespace decl arations are renpved from each
el ement

* Default attributes are added to each el enment

* Lexi cographic order is inmposed on the nanespace decl arations
and attributes of each el enent

The term canonical XM. refers to XML that is in canonical form The
XM. canonicalization method is the algorithmdefined by this
specification that generates the canonical formof a given XM
document or document subset. The term XM. canonicalization refers to
the process of applying the XM. canonicalization nethod to an XM
docunent or docunent subset.

The XPath 1.0 Recommendati on [ XPat h] defines the term node-set and

specifies a data nodel for representing an input XM. docunent as a
set of nodes of various types (elenent, attribute, nanespace, text,
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conment, processing instruction, and root). The nodes are included
in or excluded froma node-set based on the eval uation of an
expression. Wthin this specification, a node-set is used to
directly indicate whether or not each node should be rendered in the
canonical form(in this sense, it is used as a formal mathematica
set). A node that is excluded fromthe set is not rendered in the
canoni cal form being generated, even if its parent node is included
in the node-set. However, an onmtted node may still inpact the
rendering of its descendants (e.g., by augnenting the nanmespace
context of the descendants).

1.2 Applications

Since the XML 1.0 Recommendation [ XM.] and the Nanespaces in XM
Recomendati on [ Nanes] define multiple syntactic nethods for
expressing the sane information, XM. applications tend to take
liberties with changes that have no inpact on the information content
of the docunment. XM. canonicalization is designed to be useful to
applications that require the ability to test whether the infornmation
content of a docunment or document subset has been changed. This is
done by conparing the canonical formof the original document before
application processing with the canonical formof the document result
of the application processing.

For exanple, a digital signature over the canonical formof an XM
docunent or docunent subset would all ow the signature digest
calculations to be oblivious to changes in the original document’s
physi cal representation, provided that the changes are defined to be
| ogically equivalent by the XML 1.0 or Nanespaces in XM.. During
signature generation, the digest is conmputed over the canonical form
of the docunment. The docunment is then transferred to the relying
party, which validates the signature by reading the docunment and
conputing a digest of the canonical formof the received docunent.
The equi val ence of the digests conputed by the signing and relying
parties (and hence the equival ence of the canonical forns over which
they were conputed) ensures that the information content of the
docunent has not been altered since it was signed.

1.3 Limtations

Two XML docunents may have differing information content that is
nonet hel ess logically equivalent within a given application context.
Al t hough two XM. docunents are equivalent (aside fromlimtations
given in this section) if their canonical fornms are identical, it is
not a goal of this work to establish a nethod such that two XM
docunents are equivalent if and only if their canonical forns are
identical. Such a method is unachievable, in part due to
application-specific rules such as those governing uni nportant
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whi t espace and equi val ent data (e.g., <col or>bl ack</col or> versus
<color>rgh(0,0,0)</color>). There are also equival encies established
by other WBC Recommendati ons and Working Drafts. Accounting for
these additional equivalence rules is beyond the scope of this work.
They can be applied by the application or become the subject of
future specifications.

The canonical form of an XML docunent nay not be conpletely
operational within the application context, though the circunstances
under which this occurs are unusual. This problem may be of concern
in certain applications since the canonical formof a document and

t he canonical formof the canonical formof the docunent are

equi valent. For exanple, in a digital signature application, the
canoni cal formcan be substituted for the original docunment w thout
changi ng the di gest cal cul ation. However, the security risk only
occurs in the unusual circunmstances described bel ow, which can all be
resol ved or at |east detected prior to digital signature generation

The difficulties arise due to the loss of the follow ng infornmation
not available in the data nodel

1. base URI, especially in content derived fromthe repl acenment
text of external general parsed entity references

2. notations and external unparsed entity references

3. attribute types in the docunent type declaration

In the first case, note that a document containing a relative UR
[URI] is only operational when accessed froma specific UR that

provi des the proper base URI. In addition, if the docunent contains
external general parsed entity references to content containing
relative URIs, then the relative URIs will not be operational in the

canoni cal form which replaces the entity reference with interna
content (thereby inmplicitly changing the default base URI of that
content). Both of these problenms can typically be sol ved by adding
support for the xm:base attribute [XBase] to the application, then
addi ng appropriate xnl:base attributes to docunent el enent and al
top-level elenents in external entities. 1In addition, applications
of ten have an opportunity to resolve relative URIs prior to the need
for a canonical form For exanple, in a digital signature
application, a docurment is often retrieved and processed prior to
signature generation. The processing SHOULD create a new document in
which relative URI's have been converted to absolute URI's, thereby
mtigating any security risk for the new docunent.

In the second case, the |oss of external unparsed entity references
and the notations that bind themto applications neans that canonica
forns cannot properly distinguish among XML docunent s t hat

i ncorporate unparsed data via this mechanism This is an unusua
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2.

case precisely because nost XM. processors currently discard the
docunent type declaration, which discards the notation, the entity’'s
binding to a URI, and the attribute type that binds the attribute
value to an entity nane. For docunents that nust be subjected to
nore than one XML processor, the XM. design typically indicates a
reference to unparsed data using a URI in the attribute val ue.

In the third case, the loss of attribute types can affect the
canonical formin different ways depending on the type. Attributes
of type ID cease to be ID attributes. Hence, any XPath expressions
that refer to the canonical formusing the id() function cease to
operate. The attribute types ENTITY and ENTITIES are not part of
this case; they are covered in the second case above. Attributes of
enuner ated type and of type ID, |DREF, |DREFS, NMIOKEN, NMIOKENS, and
NOTATION fail to be appropriately constrained during future attenpts
to change the attribute value if the canonical formreplaces the
original document during application processing. Applications can
avoid the difficulties of this case by ensuring that an appropriate
docunent type declaration is prepended prior to using the canonica
formin further XML processing. This is likely to be an easy task
since attribute lists are usually acquired froma standard externa
DTD subset, and any entity and notation declarations not also in the
external DTD subset are typically constructed from application
configuration informati on and added to the internal DTD subset.

Wiile these limtations are not severe, it would be possible to
resolve themin a future version of XM. canonicalization if, for
exanpl e, a new version of XPath were created based on the XM
Information Set [Infoset] currently under devel opment at the VBC.

XM. Canoni cal i zati on

2.1 Data Mode

The data nodel defined in the XPath 1.0 Recommendation [XPath] is
used to represent the input XM. docunent or document subset.

| mpl enent ati ons SHOULD but need not be based on an XPath

i mpl ementation. XM canonicalization is defined in terns of the
XPath definition of a node-set, and inplenmentations MJST produce
equi val ent results.

The first paraneter of input to the XM. canonicalization nmethod is

ei ther an XPath node-set or an octet streamcontaining a well-forned
XM. docurent. | nplenmentations MJST support the octet streaminput
and SHOULD al so support the document subset feature via node-set

i nput. For the purpose of describing canonicalization in ternms of an
XPat h node-set, this section describes how an octet streamis
converted to an XPat h node-set.
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The second paraneter of input to the XM. canonicalization nethod is a
bool ean flag indicating whether or not coments should be included in
the canoni cal form output by the XM. canonicalization method. If a
canoni cal form contains comrents corresponding to the coment nodes
in the input node-set, the result is called canonical XM. with
coments. Note that the XPath data nodel does not create comrent
nodes for coments appearing within the docunent type declaration
(DTD). Inplenmentations are REQUI RED to be capabl e of producing
canoni cal XM. excluding all coments that may have appeared in the

i nput docunent or document subset. Support for canonical XML with
comments i s RECOMVENDED.

If an XML docunent nust be converted to a node-set, XPath REQUI RES
that an XML processor be used to create the nodes of its data node
to fully represent the docunment. The XM. processor perforns the
foll owi ng tasks in order:

1. normalize line feeds

2. normalize attribute val ues

3. replace CDATA sections with their character content
4. resolve character and parsed entity references

The input octet stream MJST contain a well-formed XM. docunent, but
the i nput need not be validated. However, the attribute val ue
normal i zation and entity reference resolution MIST be perforned in
accordance with the behaviors of a validating XM. processor. As
wel |, nodes for default attributes (declared in the ATTLIST with an
Att Val ue but not specified) are created in each element. Thus, the
declarations in the docunment type declaration are used to help create
the canonical form even though the docunent type declaration is not
retained in the canonical form

The XPath data nmodel represents data using UCS characters.

| mpl ement ati ons MUST use XM. processors that support UTF-8 and UTF-16
and translate to the UCS character domain. For UTF-16, the |eading
byte order mark is treated as an artifact of encoding and stri pped
fromthe UCS character data (subsequent zero w dth non-breaking
spaces appearing within the UTF-16 data are not renoved) [UTF-16,
Section 3.2]. Support for ISO 8859-1 encoding i s RECOMWENDED, and
all other character encodings are OPTI ONAL

Al whitespace within the root docunment el ement MJST be preserved
(except for any #xD characters deleted by line delimter
normal i zation). This includes all whitespace in external entities.
Wi t espace outside of the root document el ement MJST be di scarded.
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In the XPath data nodel, there exist the follow ng node types: root,
el ement, comment, processing instruction, text, attribute and
nanmespace. There exists a single root node whose children are
processing i nstructi on nodes and comment nodes to represent

i nformati on outside of the docunent el enent (and outside of the
docunent type declaration). The root node al so has a single el enent
node representing the top-Ilevel docunent elenent. Each el enent node
can have child nodes of type elenment, text, processing instruction
and comment. The attributes and nanespaces associated with an

el ement are not considered to be child nodes of the element, but they
are associated with the element by inclusion in the element’s
attribute and nanespace axes. Note that attribute and nanespace axes
may not directly correspond to the text appearing in the elenent’s
start tag in the original docunent.

Note: An element has attribute nodes to represent the non-nanespace
attribute declarations appearing in its start tag as well as
nodes to represent the default attributes.

By virtue of the XPath data nodel, XM canonicalization is
nanespace- aware [ Names]. However, it cannot and therefore does not
account for namespace equival enci es using namespace prefix rewiting
(see explanation in Section 4). |In the XPath data nodel, each

el ement and attribute has a nane returned by the function name()

whi ch can, at the discretion of the application, be the Q\ane
appearing in the original docunent. XM. canonicalization REQU RES
that the XML processor retain sufficient information such that the
Nane of the elenment as it appeared in the original docunent can be
provi ded.

Note: An el ement E has nanespace nodes that represent its nanespace
declarations as well as any nanespace declarations nade by its
ancestors that have not been overridden in E s declarations,
the default namespace if it is non-enpty, and the declaration
of the prefix xml. nn Note: This specification supports the

recent XML plenary decision to
deprecate rel ative nanespace URIs as follows: inplenentations
of XML canoni cal i zati on MJUST report an operation failure on
documents containing relative namespace URIs. XM
canoni cal i zati on MUST NOT be inplemented with an XM parser
that converts relative URIs to absolute URIs.

Character content is represented in the XPath data nbpdel with text
nodes. All consecutive characters are placed into a single text

node. Furthernore, the text node’s characters are represented in the
UCS character domain. The XM canonicalization met hod does not
perform character nodel normalization (see explanation in Section 4).
However, the XM. processor used to prepare the XPath data nodel input
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is REQU RED to use Nornalization Form C [ NFC, NFC Corrigendun] when
converting an XM. docunment to the UCS character domain from any
encodi ng that is not UCS-based (currently, UCS-based encodi ngs

i nclude UTF-8, UTF-16, UTF-16BE, and UTF-16LE, UCS-2, and UCS-4).

Since XML canonicalization converts an XPath node-set into a
canonical form the first paraneter MJUST either be an XPath node- set
or it must be converted froman octet streamto a node-set by
perform ng the XM. processing necessary to create the XPath nodes
descri bed above, then setting an initial XPath eval uation context of:

* A context node, initialized to the root node of the input XM
document .

* A context position, initialized to 1

* A context size, initialized to 1

* Any library of functions conformng to the XPath Recomendati on

* An enpty set of variable bindings.

* An enpty set of namespace decl arations.

and evaluating the follow ng default expression

Conment Par aneter Val ue Def aul t XPath Expression

Wthout (false):
(/1. | I'l@ |//nanespace::*)[not(self::conment())]

Wth (true):
(/1. | I'1@ | //lnamespace::*)

The expressions in this table generate a node-set containing every
node of the XM. docunent (except the conmments if the conment
paraneter value is false).

If the input is an XPath node-set, then the node-set nust explicitly
contain every node to be rendered to the canonical form For
exanpl e, the result of the XPath expression id("E") is a node-set
containing only the node corresponding to the elenent with an ID
attribute value of "E'. Since none of its descendant nodes,
attribute nodes and nanespace nodes are in the set, the canonica
formwoul d consist solely of the elenment’s start and end tags, |ess
the attribute and nanespace declarations, with no internal content.
Section 3.7 exenplifies howto serialize an identified el erent al ong
with its internal content, attributes and nanespace decl arati ons.
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2.2 Docunent O der

Al t hough an XPath node-set is defined to be unordered, the XPath 1.0
Recomendati on [ XPat h] defines the term docunent order to be the
order in which the first character of the XM. representation of each
node occurs in the XM representation of the docunent after expansion
of general entities, except for nanespace and attri bute nodes whose
docunent order is application-dependent.

The XM canoni cal i zation nethod processes a node-set by inposing the
foll owi ng additional docunment order rules on the nanmespace and
attri bute nodes of each el enment:

* An el enment’s nanespace and attribute nodes have a docunent
order position greater than the elenment but |ess than any child
node of the el enent.

* Nanmespace nodes have a | esser document order position than
attribute nodes.

* An el ement’s nanespace nodes are sorted | exicographically by

| ocal nane (the default namespace node, if one exists, has no

| ocal nanme and is therefore |exicographically |east).

An elenent’s attribute nodes are sorted | exicographically with

nanespace URI as the primary key and | ocal name as the

secondary key (an enpty nanmespace URI is |exicographically

| east).

Lexi cographi ¢ conparison, which orders strings fromleast to greatest
al phabetically, is based on the UCS codepoi nt val ues, which is
equi val ent to | exi cographic ordering based on UTF-8.

2.3 Processing Mde

The XPath node-set is converted into an octet stream the canonica
form by generating the representative UCS characters for each node
in the node-set in ascendi ng docurment order, then encoding the result
in UF-8 (without a | eading byte order nark). No node is processed
nore than once. Note that processing an el enent node E includes the
processing of all nenbers of the node-set for which E is an ancestor.
Therefore, directly after the representative text for E is generated,
E and all nodes for which E is an ancestor are renoved fromthe
node-set (or sone |ogically equival ent operation occurs such that the
node-set’s next node in docunent order has not been processed).

Not e, however, that an element node is not renmoved fromthe node-set
until after its children are processed.

The result of processing a node depends on its type and on whet her or

not it is in the node-set. |If a node is not in the node-set, then no
text is generated for the node except for the result of processing
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its nanmespace and attribute axes (elenments only) and its children

(el ements and the root node). If the node is in the node-set, then
text is generated to represent the node in the canonical formin
addition to the text generated by processing the node’ s namespace and
attribute axes and child nodes.

Not e: The node-set is treated as a set of nodes, not a list of
subtrees. To canonicalize an elenment including its namespaces,
attributes, and content, the node-set nust actually contain al
of the nodes corresponding to these parts of the document, not
just the el ement node.

The text generated for a node is dependent on the node type and given
inthe following list:

* Root Node- The root node is the parent of the top-Ieve
docunent elenent. The result of processing each of its child
nodes that is in the node-set in docunment order. The root node
does not generate a byte order mark, XM. decl aration, nor
anything fromwi thin the docunent type declaration

* El ement Nodes- If the elenent is not in the node-set, then the
result is obtained by processing the nanespace axis, then the
attribute axis, then processing the child nodes of the el ement
that are in the node-set (in docunent order). |If the el enent
is in the node-set, then the result is an open angl e bracket
(<), the elenent QNane, the result of processing the nanmespace
axis, the result of processing the attribute axis, a close
angl e bracket (>), the result of processing the child nodes of
the elenment that are in the node-set (in docunent order), an
open angl e bracket, a forward slash (/), the el enment QNane, and
a close angl e bracket.

o Nanespace Axis- Consider a list L containing only nanespace
nodes in the axis and in the node-set in |exicographic order
(ascending). To begin processing L, if the first node is not
the default namespace node (a node with no nanespace URlI and
no | ocal name), then generate a space followed by xmns="" if
and only if the followi ng conditions are net:

+ the elenent E that owns the axis is in the node-set

+ The nearest ancestor elenent of E in the node-set has a
default namespace node in the node-set (default nanespace
nodes al ways have non-enpty val ues in XPath)
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The latter condition elimnates unnecessary occurrences of

xm ns="" in the canonical formsince an el enent only receives
an xmns="" if its default namespace is enpty and if it has
an imredi ate parent in the canonical formthat has a non-
enpty default namespace. To finish processing L, sinply
process every namespace node in L, except omt nanespace node
with local nane xm, which defines the xm prefix, if its
string value is http://ww. w3. org/ XM./ 1998/ nanespace.

o Attribute Axis- In |exicographic order (ascending), process
each node that is in the element’s attribute axis and in the
node- set .

Nanespace Nodes- A nanespace node N is ignored if the nearest
ancestor elenent of the node’'s parent elenent that is in the
node- set has a namespace node in the node-set with the sane

| ocal name and value as N. (O herw se, process the namespace
node Nin the same way as an attri bute node, except assign the
| ocal nanme xmins to the default nanespace node if it exists (in
XPat h, the default nanmespace node has an enpty URI and | oca
name) .

Attribute Nodes- a space, the node’'s QName, an equal s sign, an
open quotation mark (double quote), the nodified string val ue,
and a close quotation mark (double quote). The string val ue of
the node is nodified by replacing all anpersands (& wth
&amp;, all open angle brackets (<) with &t;, all quotation
mar k (doubl e quote) characters with &uot;, and the whitespace
characters #x9, #xA, and #xD, with character references. The
character references are witten in uppercase hexadecinal with
no | eadi ng zeroes (for exanple, #xD is represented by the
character reference &#xD;).

Text Nodes- the string value, except all anpersands are

repl aced by &anp;, all open angle brackets (<) are replaced by
&t;, all closing angle brackets (>) are replaced by &gt;, and
all #xD characters are replaced by &#xD;

Processing Instruction (Pl) Nodes- The opening Pl synbol (<?),
the PI target nane of the node, a |eading space and the string
value if it is not enpty, and the closing Pl synbol (?>). |If
the string value is enpty, then the |eading space is not added.
Also, atrailing #xA is rendered after the closing Pl synbol

for Pl children of the root node with a | esser docunment order
than the docunent elenent, and a | eading #xA is rendered before
the opening Pl synmbol of PI children of the root node with a
greater docunent order than the docunent el ement.
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* Conment Nodes- Nothing if generating canonical XM wi thout
coments. For canonical XM. with comrents, generate the
openi ng coment synbol (<!--), the string value of the node,
and the cl osing comment synbol (-->). Also, atrailing #xA is
rendered after the closing comment synmbol for comment children
of the root node with a | esser docunent order than the docunent
el ement, and a | eading #xA is rendered before the opening
conment synbol of conment children of the root node with a
greater docunent order than the docunment element. (Conment
children of the root node represent coments outside of the
top-1evel document el ement and outside of the docunent type
decl aration.)

The QName of a node is either the local nane if the nanmespace prefix
string is enpty or the namespace prefix, a colon, then the | ocal namne
of the element. The nanmespace prefix used in the QNanme MUST be the
same one whi ch appeared in the input document.

2.4 Docunent Subsets

Sone applications require the ability to create a physica
representation for an XM. docunment subset (other than the one
generated by default, which can be a proper subset of the docunent if
the comments are omitted). Inplenentations of XM. canonicalization
that are based on XPath can provide this functionality with little
addi ti onal overhead by accepting a node-set as input rather than an
octet stream

The processing of an el enent node E MIUST be nodified slightly when an
XPat h node-set is given as input and the elenent’s parent is onmtted
fromthe node-set. The nethod for processing the attribute axis of
an element E in the node-set is enhanced. All elenment nodes al ong
E' s ancestor axis are examined for nearest occurrences of attributes
in the xm nanespace, such as xm :lang and xm : space (whether or not
they are in the node-set). Fromthis list of attributes, renmove any
that are in E's attribute axis (whether or not they are in the node-
set). Then, lexicographically nerge this attribute list with the
nodes of E's attribute axis that are in the node-set. The result of
visiting the attribute axis is conputed by processing the attribute
nodes in this merged attribute |ist.

Note: XM. entities can derive application-specific meaning from
anywhere in the XM. narkup as well as by rules not expressed
in XM. 1.0 and the Nanespaces Reconmendations. Cearly,
these rul es cannot be specified in this docunment, so the
creator of the input node-set nust be responsible for
preserving the information necessary to capture the ful
semantics of the nenbers of the resulting node-set.
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The canonical XM. generated for an entire XM. docunent is well-
fornmed. The canonical formof an XM. docunent subset may not be

wel | -formed XM.. However, since the canonical form my be subjected
to further XML processing, npost XPath node-sets provided for

canoni calization will be designed to produce a canonical formthat is
a well-formed XM. docunent or external general parsed entity.

Whet her froma full docunment or a document subset, if the canonica
formis well-forned XM., then subsequent applications of the sane XM
canoni cal i zati on nethod to the canoni cal form nake no changes.

3. Exanpl es of XM Canonicalization

The exanmples in this section assune a non-validating processor
primarily so that a docunment type declaration can be used to declare
entities as well as default attributes and attributes of various
types (such as ID and enunerated) w thout having to declare al

attributes for all elenments in the docunment. As well, one exanple
contains an el enent that deliberately violates a validity constraint
(because it is still well-fornmed).

3.1 PIs, Comrents, and Qutside of Docunent El enent
| nput Docunent

<?xm version="1.0"?7>

<?xml - styl esheet href ="doc. xsl "
type="text/xsl" ?>

<! DOCTYPE doc SYSTEM "doc. dt d">

<doc>Hell o, world!<!-- Comrent 1 --></doc>
<?pi -w t hout - dat a ?>

<l-- Coment 2 -->

<l-- Coment 3 -->

Canoni cal Form (unconment ed)

<?xm - styl esheet href="doc. xsl"
type="text/xsl" ?>

<doc>Hel | o, worl d! </ doc>

<?pi -w t hout - dat a?>
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Canoni cal Form (conment ed)

<?xm -styl esheet href="doc. xsl"
type="text/xsl" ?>

<doc>Hel l 0, world!<!-- Conment 1 --></doc>

<?pi -wi t hout - dat a?>

<l-- Comment 2 -->

<l-- Comment 3 -->

Denonstr at es:

* Loss of XM decl aration

* Loss of DID

* Normalization of whitespace outside of docunent elenent (first
character of both canonical forms is '<'; single |ine breaks
separate Pl's and conments outside of document el enment)

* Loss of whitespace between Pl Target and its data * Retention of
whi t espace inside Pl data

* Conment renoval from uncomrented canonical form including
delimter for comments outside docunment el enment (the |ast
character in both canonical fornms is '>')

3.2 Witespace in Docunent Content

| nput Docunent
<doc>
<cl ean> </ cl ean>
<dirty> A B </dirty>
<m xed>
A
<cl ean> </ cl ean>
B
<dirty> A B </dirty>
C
</ m xed>
</ doc>

Canoni cal Form
<doc>
<cl ean> </ cl ean>
<dirty> A B </dirty>
<m xed>
A
<cl ean> </ cl ean>
B
<dirty> A B </dirty>
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C
</ m xed>
</ doc>
Denonstr at es:

* Retain all whitespace between consecutive start tags, clean or

dirty

* Retain all whitespace between consecutive end tags, clean or
dirty

* Retain all whitespace between end tag/start tag pair, clean or
dirty

* Retain all whitespace in character content, clean or dirty

Note: In this exanple, the input docunent and canonical formare
identical. Both end with '>" character.

3.3 Start and End Tags
| nput Docunent

<I DOCTYPE doc [<!ATTLI ST e9 attr CDATA "default">]>

<doc>
<el />
<e2 ></ e2>
<e3 namre = "el enB8" i d="el enB" />
<e4 name="el end" i d="el enmd" ></ e4>
<eb arattr="out" b:attr="sorted" attr2="all" attr="1"n{

xm ns: b="http://ww.ietf.org"
xm ns: a="http://ww. w3. org"
xm ns="http://exanpl e.org"/>
<e6 xm ns="" xmns:a="http://ww. w3. org">
<e7 xm ns="http://ww.ietf.org">

<e8 xm ns="" xmns:a="http://ww. w3. org">
<e9 xm ns="" xmns:a="http://ww.ietf.org"/>
</ e8>
</ e7>
</ e6>
</ doc>

Canoni cal Form
<doc>
<el></el>
<e2></e2>
<e3 id="el emB8" name="el enB8" ></ e3>
<e4 id="el em4" name="el emd" ></ e4>
<e5 xm ns="http://exanple.org" xmns:a="http://ww. w3. org"
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xm ns: b="http://ww.ietf.org" attr="1"n" attr2="all"
b:attr="sorted" a:attr="out"></eb>
<e6 xm ns:a="http://ww. w3. org">
<e7 xm ns="http://ww.ietf.org">
<e8 xm ns="">
<e9 xmns:a="http://ww.ietf.org" attr="default"></e9>
</ e8>
</ e7>
</ e6>
</ doc>

Denonstr at es:

Empty el ement conversion to start-end tag pair
Normal i zati on of whitespace in start and end tags

Rel ati ve order of namespace and attribute axes

Lexi cographi c ordering of nanmespace and attribute axes
Ret enti on of nanespace prefixes fromoriginal docunment
El i m nati on of superfluous namespace decl arations

Addi tion of default attribute

* %k X X F X %

Note: Sonme start tags in the canonical formare very |long, but each
start tag in this exanple is entirely on a single |ine.

Note: In e5, b:attr precedes a:attr because the primary key is
nanespace URI not nanespace prefix, and attr2 precedes b:attr
because the default namespace is not applied to unqualified
attributes (so the namespace URI for attr2 is enpty).

3.4 Character Mdifications and Character References

| nput Docunent
<! DOCTYPE doc |
<! ATTLI ST normd id | D #l MPLI ED>
<! ATTLI ST normNanmes attr NMIOKENS #| MPLI ED>
1>
<doc>
<text >Fi rst |ine&#x0d; &#10; Second | i ne</text>
<val ue>&#x32; </ val ue>
<conput e><! [ CDATA[ val ue>"0" && val ue<"10" ?"valid":"error"]]>
</ conput e>
<conput e expr="val ue>"0" &anp; &np; value& t;"10"
?"valid":"error"’ >val i d</ comput e>
<norm attr=" &apos; &#x20; &#13; &#xa; &#9; &apos; />
<nor mNanes attr= A &#x20; &#13; &#xa; &#9; B ">
<norm d id=" &apos; &#x20; &#13; &#xa; &#9; &apos; />
</ doc>

Boyer I nf or mati onal [ Page 17]



RFC 3076 Canoni cal XM March 2001

Canoni cal Form
<doc>
<text>First |ine&#xD,
Second | i ne</text>
<val ue>2</ val ue>
<conput e>val ueé&gt; " 0" &anp; &np; value& t;"10" ?"valid":"error"
</ conput e>
<conput e expr="val ue>&quot ; 0&quot ; &anp; &anp; val ued&l t; &quot; 10&quot ;

?&quot ;
val i d&quot ; : &quot ; er r or &quot ; " >val i d</ conmput e>
<normattr=" " &#XD; &H#XA; &H#X9; ' "></ nornp

<nor mMNanes attr="A &#xD; &#xA; &#x9; B"></nor nNanes>
<norm d id="" &#xD; &#xA; &#x9; '"></norm d>
</ doc>

Denonstr at es:

* Character reference repl acenent

* Attribute value delinmters set to quotation marks (double
guot es)

* Attribute value normalization

* CDATA section repl acenent

* Encodi ng of special characters as character references in
attribute values (&anp;, & t;, &quot;, &#xD;, &#xA;,, &#x9;)

* Encodi ng of special characters as character references in text
(&anmp;, &lt;, &gt;, &#xD;)

Note: The |last elenent, normd, is well-formed but violates a
validity constraint for attributes of type ID. For testing
canoni cal XM i npl ementati ons based on validating processors,
renove the line containing this elenent fromthe input and
canonical form In general, XM consuners shoul d be
di scouraged fromusing this feature of XM.

Not e: Wi tespace characters references other than &#x20; are not
affected by attribute value normalization [ XM].

Note: In the canonical form the value of the attribute named attr in
the el ement normbegins with a space, a single quote, then four
spaces before the first character reference.

Not e: The expr attribute of the second conpute el enment contains no
i ne breaks.
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3.5 Entity References

I nput Docunent
<! DOCTYPE doc |
<! ATTLI ST doc attrExt Ent ENTITY #!| MPLI ED>
<IENTITY entl "Hell o0">
<IENTITY ent2 SYSTEM "worl d.txt">
<IENTITY ent Ext SYSTEM "earth. gi f" NDATA gif>
<! NOTATI ON gi f SYSTEM "vi ewgi f. exe" >
]>
<doc attr Ext Ent="ent Ext">
&entl;, &ent2;!
</ doc>

<l-- Let world.txt contain "world" (excluding the quotes) -->

Canoni cal Form (unconment ed)

<doc attrExt Ent="ent Ext">
Hel | o, worl d!
</ doc>

Denmonstr at es:
Internal parsed entity reference repl acenent
* External parsed entity reference replacenment (including
whi t espace outside elements and PIs)
* External unparsed entity reference
3.6 UTF-8 Encoding
I nput Docunent

<?xm version="1.0" encodi ng="1S0O 8859-1"7?7>
<doc>&#169; </ doc>

Canoni cal Form
<doc>#xC2#xA9</ doc>
Denonstr at es:

* Effect of transcoding froma sanple encoding to UTF-8
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Not e: The content of the doc elenment is NOT the string #xC2#xA9 but
rather the two octets whose hexadeci mal values are C2 and A9,
which is the UTF-8 encodi ng of the UCS codepoint for the
copyri ght synbol (c).

3.7 Docunent Subsets

I nput Docunent

<! DOCTYPE doc [
<I ATTLI ST e2 xm : space (default|preserve) ’'preserve’ >
<! ATTLI ST e3 id | D #l MPLI ED>

1>
<doc xm ns="http://ww.ietf.org" xmns:w3c="http://ww.w3.org">
<el>
<e2 xm ns="">
<e3 id="E3"/>
</ e2>
</ el>
</ doc>

Docurent Subset Expression

(//. | I'l@ | /lnanespace::*)

[ <br/>
self::ietf:el or (parent::ietf:el and not(self::text() or self::e2))
or
count (id("E3")| ancestor-or-self::node()) =

count (ancestor-or-sel f::node())

]

Canoni cal Form
<el xmns="http://ww ietf.org" xm ns:w3c="http://ww. w3. org"><e3
xm ns="" id="E3" xml:space="preserve"></e3></el>

Denonstr at es:

* Enpty default nanmespace propagation fromomnitted parent
el ement * Propagation of attributes in xm namespace in
docunent subsets * Persistence of omtted nanespace

decl arations in descendants

Note: In the document subset expression, the subexpression (//. |
/1@ | //nanespace::*) selects all nodes in the input docunent,
subj ecting each to the predicate expression in square brackets.
The expression is true for el and its inplicit namespace nodes,
and it is true if the elenent identified by E3 is in the
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ancestor-or-self path of the context node (such that ancestor-
or-self stays the sane size under union with the el enent
identified by E3).

Not e: The canonical formcontains no line delimters.
4. Resol utions

Thi s section discusses a nunber of key decision points as well as a
rati onal e for each decision. Although this specification now defines
XML canonicalization in terns of the XPath data nodel rather than XM
I nfoset, the canonical formdescribed in this docunent is quite
simlar in nost respects to the canonical formdescribed in the
January 2000 Canonical XM. draft [Cl4N- 20000119]. However, sone

di fferences exi st, and a nunber of the subsections discuss the
changes.

4.1 No XM. Decl aration

The XM decl aration, including version nunber and character encoding
is omtted fromthe canonical form The encoding is not needed since
the canonical formis encoded in UTF-8. The version is not needed
since the absence of a version nunber unambi guously indicates XM
1.0.

Future versions of XML will be required to include an XM. decl aration
to indicate the version nunber. However, canonicalization method
described in this specification may not be applicable to future
versions of XML wi thout sone nodifications. Wen canonicalization of
a new version of XML is required, this specification could be updated
to include the XM. declaration as presunably the absence of the XM
declaration fromthe XPath data nmodel can be renedied by that time
(e.g., by reissuing a new XPath based on the |Infoset data nodel).

4.2 No Character ©Mddel Normalization

The Uni code standard [Unicode] allows nultiple different
representations of certain "preconposed characters" (a sinple exanple
is +UDOE7, "LATIN SMALL LETTER C WTH CEDI LLA"). Thus two XM
docunents with content that is equivalent for the purposes of npst
applications may contain differing character sequences. The WBC is
preparing a nornalized representation [CharMdel]. The Cl4N- 20000119
Canoni cal XM. draft used this nornalized form However, many XML 1.0
processors do not performthis normalization. Furthernore,
applications that must solve this problemtypically enforce character
nodel normalization at all tinmes starting when character content is
created in order to avoid processing failures that could otherw se
result (e.g., see exanple from Cowan). Therefore, character nodel
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normal i zati on has been noved out of scope for XM. canonicalization
However, the XM. processor used to prepare the XPath data nodel input
is required (by the Data Mddel) to use Nornalization Form C [ NFC,
NFC- Corri gendum] when converting an XM. docunent to the UCS character
domai n from any encoding that is not UCS-based (currently, UCS-based
encodi ngs include UTF-8, UTF-16, UTF-16BE, and UTF-16LE, UCS-2, and
UCs- 4) .

4.3 Handl i ng of Whitespace Qutside Document El ement

The C14N-20000119 Canonical XM draft placed a #xA after each P
out si de of the docurment elenment as well as a #xA after the end tag of
the docunent elenent. The nethod in this specification perfornms the
same function except for omitting the final #xA after the last Pl (or
conment or end tag of the docunent elenent). This technique ensures
that Pl (and comment) children of the root are separated from markup
by a line feed even if root node or the docunent elenent are omtted
fromthe out put node-set.

4.4 No Nanmespace Prefix Rewiting

The C14N-20000119 Canoni cal XM draft described a method for
rewiting namespace prefixes such that two docunents having logically
equi val ent nanmespace decl arations would al so have identical nanmespace
prefixes. The goal was to elimnate dependence on the particul ar
namespace prefixes in a docunent when testing for |ogica

equi val ence. However, there now exi st a nunber of contexts in which
nanespace prefixes can inpart information value in an XM. docunent.
For exanple, an XPath expression in an attribute value or el enent
content can reference a nanespace prefix. Thus, rewiting the
nanespace prefixes woul d damage such a docurment by changing its
meani ng (and it cannot be logically equivalent if its meaning has
changed) .

More formally, let D1 be a docunent containing an XPath in an
attribute value or elenent content that refers to namespace prefixes
used in D1. Further assunme that the nanespace prefixes in DL will

all be rewitten by the canonicalization nethod. Let D23D D1, then
nodi fy the namespace prefixes in D2 and nodify the XPath expression’s
references to nanmespace prefixes such that D2 and D1 remain logically
equi valent. Since namespace rewiting does not include occurrences
of namespace references in attribute values and el enent content, the
canoni cal form of D1 does not equal the canonical formof D2 because
the XPath will be different. Thus, although namespace rewiting
normal i zes the namespace decl arations, the goal elimnating
dependence on the particul ar namespace prefixes in the docunent is
not achi eved.
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Moreover, it is possible to prove that nanespace rewiting is
harnful, rather than sinply ineffective. Let Dl be a docunent
containing an XPath in an attribute value or el ement content that
refers to namespace prefixes used in D1. Further assume that the
nanespace prefixes in DL will all be rewitten by the
canoni cal i zation nmethod. Now | et D2 be the canonical form of DI1.
Clearly, the canonical fornms of DL and D2 are equivalent (since D2 is
the canoni cal form of the canonical formof Dl), yet D1 and D2 are
not | ogically equival ent because the aforenenti oned XPath works in D1
and doesn’t work in D2.

Note that an argument simlar to this can be |evel ed agai nst the XM
canoni cal i zati on net hod based on any of the cases in the Limtations,
the probl ems cannot easily be fixed in those cases, whereas here we
have an opportunity to avoid purposefully introducing such a
[imtation.

Applications that nust test for |ogical equival ence nmust performnore
sophi sticated tests than nere octet stream conparison. However, this
is quite likely to be necessary in any case in order to test for

| ogi cal equival enci es based on application rules as well as rules
fromother XM.-rel ated recomrendati ons, working drafts, and future
wor Kks.

4.5 Order of Namespace Declarations and Attributes

The C14N-20000119 Canonical XM draft alternated between nanespace
decl arations and attribute declarations. This is part of the
nanespace prefix rewiting schene, which this specification
elimnates. This specification follows the XPath data nodel of
putting all nanespace nodes before all attribute nodes.

4.6 Superfluous Nanespace Decl arations

Unnecessary nanmespace decl arations are not made in the canonica

form \Wether for an enpty default nanmespace, a non-enpty default
nanespace, or a nanespace prefix binding, the XM. canonicalization
nmethod omts a declaration if it deternmines that the i nmedi ate parent
el enent in the canonical form has an equival ent declaration in scope.
The root document elerment is handled specially since it has no parent
element. All nanespace declarations in it are retained, except the
decl aration of an enpty default nanespace is automatically omtted.

Rel ative to the nmethod of sinply rendering the entire nanespace
context of each elenment, inplenentations are not hindered by nore
than a constant factor in processing time and menory use. The
advant ages i ncl ude:
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* Elimnates overrun of xm ns="" from canonical fornms of
applications that may not even use nanmespaces, or support them
only minimally.

* Eli mi nates namespace decl arations fromel ements where they nay
not bel ong according to the application’s content nodel
thereby sinplifying the task of reattaching a docunent type
declaration to a canonical form

Note that in document subsets, an element with om ssions fromits
ancestral elenment chain will be rendered to the canonical formw th
nanespace decl arations that may have been made in its onmtted
ancestors, thus preserving the neaning of the el enment.

4.7 Propagation of Default Nanespace Declaration in Docunment Subsets

The XPath data model represents an enpty default nanespace with the
absence of a node, not with the presence of a default nanespace node
havi ng an enpty value. Thus, with respect to the fact that el ement
e3 in the followi ng exanples is not nanespace qualified, we cannot
tell the difference between <el xm ns="a: b"><e2

xm ns=""><e3/ ></ e2></ el> versus <el xnl ns="a:b"><e2><e3

xm ns=""/></e2></el> Al we knowis that e3 was not nanespace
qualified on input, so we preserve this information on output if e2
is omtted so that e3 does not take on the default nanespace
qualification of el.

4.8 Sorting Attributes by Namespace UR
G ven the requirenent to preserve the namespace prefixes declared in
a docurent, sorting attributes with the prefix, rather than the
nanespace URI, as the primary key is viable and easier to inplenent.
However, the nanespace URI was selected as the primary key because
this is closer to the intent of the XM. Nanes specification, which is
to identify namespaces by URI and | ocal nane, not by a prefix and
| ocal name. The effect of the sort is to group together al
attributes that are in the sanme nanespace

Security Consi derations

Security issues are discussed in section 1.3.
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Copyright (C The Internet Society (2001). Al Rights Reserved.

Thi s docunent and translations of it may be copied and furnished to
ot hers, and derivative works that conment on or otherwi se explain it
or assist inits inplenentation may be prepared, copied, published
and distributed, in whole or in part, without restriction of any

ki nd, provided that the above copyright notice and this paragraph are
i ncluded on all such copies and derivative works. However, this
docunent itself may not be nodified in any way, such as by renoving
the copyright notice or references to the Internet Society or other
I nternet organi zati ons, except as needed for the purpose of
devel opi ng Internet standards in which case the procedures for
copyrights defined in the Internet Standards process nust be
followed, or as required to translate it into |anguages ot her than
Engl i sh.

The Iimted perm ssions granted above are perpetual and will not be
revoked by the Internet Society or its successors or assigns.

Thi s docunent and the information contained herein is provided on an
"AS | S" basis and THE | NTERNET SOCI ETY AND THE | NTERNET ENG NEERI NG
TASK FORCE DI SCLAI M5 ALL WARRANTI ES, EXPRESS OR | MPLI ED, | NCLUDI NG
BUT NOT LI M TED TO ANY WARRANTY THAT THE USE OF THE | NFORVATI ON
HEREI N W LL NOT | NFRI NGE ANY RI GHTS OR ANY | MPLI ED WARRANTI ES OF
MERCHANTABI LI TY OR FI TNESS FOR A PARTI CULAR PURPCSE
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