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Abst r act

Thi s docunent, the Structure of Policy Provisioning Information
(SPPI), defines the adapted subset of SNWP' s Structure of Managenent
Information (SM) used to wite Policy Information Base (PlB)

nodul es.

RFC 2748 defines the COPS protocol, and RFC 2749 descri bes how the
COPS protocol is used to provide for the outsourcing of policy

deci sions for RSVP. Another usage of the COPS protocol, for the
provi sioning of policy, is introduced in RFC 3084. In this

provi si oning nodel, the policy information is viewed as a collection
of Provisioning Oasses (PRCs) and Provisioning Instances (PRIS)
residing in a virtual information store, terned the Policy

Informati on Base (PIB). Collections of related Provisioning C asses
are defined in a PIB nodul e.
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Conventions used in this docunment
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [RFC2119].
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Use of the SM

The SPPI and PIB nodul es are based on SNMP s SM and M B nodul es,
whi ch use an adapted subset of the ASN. 1 data definition | anguage
[ASN1]. The decision to base the definition of PIB nbdules on this
format allows for the | everaging of the community’ s know edge,
experience and tools of the SM and M B nodul es.

Term nol ogy Transl ation

The SM uses the term "nmanaged objects" to refer to object types,
both tabular types with descriptors such as xxxTabl e and xxxEntry, as
wel | as scalar and col umar object types. The SPPI does not use the
term"object" so as to avoid confusion with COPS protocol objects.

I nstead, the SPPlI uses the term Provisioning Cass (PRC) for the
table and row definitions (the xxxTable and xxxEntry objects,
respectively), and Provisioning Instance (PRI) for an instantiation
of a row definition. For a columar object of a table definition

the SPPI uses the term"attribute" of a Provisioning Cass. (The
SPPI does not support the equivalent of the SM’'s scal ar objects.)

Overvi ew
SNVP's SM is divided into five parts: nodul e definitions, object

definitions, notification definitions [SM], textual convention
definitions [TC] and conformance definitions [ CONF].
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- The SM’'s MODULE-IDENTITY nmacro is used to convey the senantics of
a MB nodule. The SPPI uses this macro to convey the semantics of
a PI B nodul e.

- The SM’'s OBJECT-TYPE nacro is used to convey the syntax and
semanti cs of managed objects. The SPPlI uses this macro to convey
the syntax and semantics of PRCs and their attributes.

- The SM’'s notification definitions are not used (at this tine) by
the SPPI. (Note that the use of the keyword 'notify’ in the SPPI
is not related to the SM’'s notifications).

- The SM's TEXTUAL CONVENTION rmacro all ows new data types to be
defined. The SPPI uses this nmacro to define new data types having
particul ar syntax and semantics which is comon to several
attributes of one of more PRCs.

- The SM’'s conformance definitions define several macros: the
OBJECT- GROUP macr o, the NOTI FI CATI ON- GROUP nacro, the MODULE-
COWPLI ANCE nmacro and the AGENT- CAPABI LI TIES macro. The SPPI uses
t he OBJECT- GROUP and MODULE- COVMPLI ANCE nmacros to specify
accept abl e | ower - bounds of inplenmentation of the attributes of
PRCs, and thereby indirectly, acceptable |ower-bounds of
i npl enentati on of the PRCs thensel ves. The NOTI FI CATI ON- GROUP
nmacro i s not used (at this tinme) by the SPPI. Potential usage by
the SPPI of the AGENT- CAPABILITIES nacro is for further study.

2. Structure of this Specification

The SM is specified in terns of an ASN. 1 definition together with
descriptive text for each elenent introduced in that ASN. 1
definition. This docunent specifies the SPPI also via a ASN. 1
definition, which is a nodified version of the SM’'s definition,
together with descriptive text for only those elenments in the SPPI’s
ASN. 1 definition which have differences fromthe SM’s. For elements
in the ASN. 1 definition which have no descriptive text in this
specification, the reader is referred to the SM's descriptive text
for that el enent.
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3. Definitions
COPS-PR-SPPI DEFINITIONS ::= BEG N

| MPORTS nj ect Name, Si npl eSynt ax, Ext UTCTi me, ngm
FROM SNMVPv2- SM ;

-- the root for PIB definitions
pi b OBJECT IDENTIFIER ::={ ngm 2}
-- definitions for PIB nodul es

MODULE- | DENTI TY MACRO :: =
BEGA N
TYPE NOTATION :: =

Subj ect Par t -- new
"LAST- UPDATED' val ue( Updat e Ext UTCTi ne)
" ORGANI ZATI ON' Text
" CONTACT- | NFO' Text
"DESCRI PTI ON' Text
Revi si onPar t

VALUE NOTATION :: =
val ue( VALUE OBJECT | DENTI FI ER)

Subj ectPart ::= -- new
" SUBJECT- CATEGORI ES" "{" Categories "}"
-- see | ANA Consi derations section

Categories ::= -- new
Cat egoryl Ds
| "all"
CategorylDs ::= -- new
Cat egoryl D
| CategorylDs "," CategorylD
Categoryl D :: = -- new
identifier "(" number ")" -- nunber is positive

Revi sionPart ::=

Revi si ons
| enpty
Revisions ::=
Revi si on
| Revisions Revision
Revision ::=

"REVI SI ON' val ue( Updat e Ext UTCTi nre)
" DESCRI PTI ON' Text
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-- a character string as defined in [SM]
Text ::= value(lA5String)
END

OBJECT- | DENTI TY MACRO : : =
BEG N
TYPE NOTATION :: =
"STATUS" St at us
"DESCRI PTI ON' Text
Ref er Par t

VALUE NOTATION :: =
val ue( VALUE OBJECT | DENTI FI ER)

Status ::=
“current"
| "deprecated"
| "obsol ete"
ReferPart ::=

" REFERENCE" Text
| enpty

-- a character string as defined in [SM]
Text ::= value(lA5String)
END

-- syntax of attributes

-- the "base types" defined here are:

-- 3 built-in ASN. 1 types: |NTEGER, OCTET STRI NG OBJECT | DENTI FI ER
-- 7 application-defined types: |Integer32, |pAddress, Unsigned32,

-- Ti meTi cks, Opaque, Integer64 and Unsi gned64

hj ect Syntax ::=
CHO CE {

simpl e
Si npl eSynt ax,

-- note that SEQUENCEs for table and row definitions
-- are not nentioned here...

application-w de
Appl i cati onSynt ax
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application-w de types

ApplicationSyntax ::=
CHO CE {

i pAddr ess-val ue
| pAddr ess,

tinmeticks-val ue
Ti meTi cks,

arbitrary-val ue
Opaque,

unsi gned- i nt eger - val ue
Unsi gned32,

| ar ge-i nt eger - val ue -- new
I nt eger 64,

| ar ge- unsi gned- i nt eger - val ue -- new
Unsi gned64

the following 5 types are copied fromthe SM

i ndi stinguishable from | NTEGER, but never needs nore than
32-bits for a two’s conpl enent representation

Integer32 ::=

| NTEGER (-2147483648..2147483647)

(this is a tagged type for historical reasons)

| pAddress ::=

[ APPLI CATI ON 0]
| MPLICI T OCTET STRING (SIZE (4))

*rxkxkx THIS TYPE DEFI NI TION | S DEPRECATED *** ****
The | pAddress type represents a 32-bit internet

| Pv4 address. It is represented as an CctetString
of length 4, in network byte-order
Note that the | pAddress type is present for
hi storical reasons. |IPv4 and | Pv6 addresses shoul d
be represented using the | NET- ADDRESS-M B
defined in [| NETADDR] .

an unsigned 32-bit quantity

Unsi gned32 :: =

[ APPLI CATI ON 2]
| MPLI CI T | NTEGER (0. . 4294967295)
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-- hundredths of seconds since an epoch
Ti meTicks ::=
[ APPLI CATI ON 3]
| MPLICI T | NTEGER (0. .4294967295)

--for backward conpatibility only
Opaque :: =
[ APPLI CATI ON 4]
| MPLI CI' T OCTET STRI NG

-- the following 2 types are not present in the SM

Integer64 :: =
[ APPLI CATI ON 10]
I MPLI CI' T | NTEGER (-9223372036854775808. .9223372036854775807)

Unsi gned64 :: =
[ APPLI CATI ON 11]
| MPLICI T | NTEGER (0..18446744073709551615)

-- definition for Provisioning C asses and their attributes
-- (differences fromthe SM are noted in the ASN. 1 conments)

OBJECT- TYPE MACRO :: =
BEG N
TYPE NOTATION :: =
" SYNTAX" Synt ax

Uni t sPart

" Pl B- ACCESS" Access -- nmodi fied
Pi bRef er encesPar t -- new

Pi bTagPart -- new

"STATUS" St atus
"DESCRI PTI ON' Text

ErrorsPart -- new

Ref er Par t

| ndexPart -- nmodified
M bl ndexPar t -- modi fied
Uni quePart -- new

Def Val Par t

VALUE NOTATION :: =
val ue( VALUE bj ect Nane)

Syntax ::= -- Must be one of the follow ng:
-- a base type (or its refinenent),
-- a textual convention (or its refinenent), or
-- a BITS pseudo-type
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type
| "BITS" "{" NanmedBits "}"
NanedBits ::= NamedBit
| NanmedBits "," NanmedBit
NanedBit ::= identifier "(" nunber ")" -- nunber is nonnegative
UnitsPart ::=
"UNI TS" Text
| enpty
Access ::= -- nmodi fied
"install"
| "notify"
| "install-notify"
| "report-only"
Status ::=
"current"
| "deprecated"
| "obsol ete"
ErrorsPart ::= -- new
"I NSTALL- ERRORS" "{" Errors "}"
| enpty
Errors ::= -- new
Error
| Errors "," Error
Error = -- new
identifier "(" nunmber ")" -- nunber is positive
ReferPart ::=
" REFERENCE" Text
| enpty
| ndexPart ::=
"PlIB-1 NDEX" "{" Index "}" -- new
| "AUGVENTS' "{" Entry "}"
| " EXTENDS" “{" Entry "}" -- new
| enpty
I ndex ::=
-- the correspondent OBJECT- TYPE i nvocation
val ue( Obj ect Nane)
Entry ::=

-- use the I NDEX val ue of the
-- correspondent OBJECT- TYPE i nvocation
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val ue( Obj ect Nane)
M bl ndexPart ::=
" | NDEX" "{" IndexTypePart "}"
| enpty
| ndexTypePart ::=
| ndexTypes
| I'ndexTypes "," | npliedlndex
| 1npliedlndex
| ndexTypes ::=
| ndex
| I'ndexTypes "," | ndex
| mpl i edl ndex :: =
"1 MPLI ED" | ndex

Pi bRef er encesPart ::=
-- for use with Referenceld TC
"Pl B- REFERENCES" "{" Entry "}"

| enpty
Pi bTagPart ::=
-- for use with TagReferenceld TC
"PlI B-TAG' "{" Attr "}"
| enpty
Attr .= -- specifies an attribute
val ue( Obj ect Nane)
Uni quePart ::= -- new
" UNI QUENESS" “{" UniqueTypes "}"
| " UNI QUENESS" AR
. | enpty
Uni queTypes :: =
Uni queType
| Uni queTypes "," Uni queType
Uni queType :: =
-- the correspondent OBJECT- TYPE i nvocation
val ue( Obj ect Nane)
Def Val Part ::= "DEFVAL" "{" Defvalue "}"
| enpty
Defvalue ::= -- must be valid for the type specified in
-- SYNTAX cl ause of same OBJECT- TYPE nacro
val ue( Obj ect Synt ax)
| "{" Bitsvalue "}"
Bi t sVal ue ::= BitNanes
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| enmpty
Bi t Names ::= BitNane
| BitNanes "," BitNane
BitName ::= identifier

-- a character string as defined in [SM]
Text ::= value(lA5String)
END

-- definitions for confornance groups

OBJECT- GROUP MACRO :: =
BEG N
TYPE NOTATION :: =
oj ect sPart
" STATUS" Status
"DESCRI PTI ON' Text
Ref er Part

VALUE NOTATION :: =
val ue( VALUE OBJECT | DENTI FI ER)

oj ectsPart ::=
"OBJECTS" "{" (bjects "}"
njects ::=
oj ect
| Objects "," nject
oj ect =
val ue( Obj ect Nane)
Status ::=
"current"”
| "deprecated"
| "obsol ete"
ReferPart ::=

" REFERENCE" Text
| enpty

-- a character string as defined in [SM]
Text ::= value(lA5String)
END

-- definitions for conpliance statenents
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MODULE- COVPLI ANCE MACRO : : =
BEG N
TYPE NOTATION :: =
"STATUS" St at us
"DESCRI PTI ON' Text
Ref er Par t
Modul ePar t

VALUE NOTATION :: =
val ue( VALUE OBJECT | DENTI FI ER)

Status ::=
“current"
| "deprecated"
| "obsol ete"
ReferPart ::=
" REFERENCE" Text
| enmpty
Modul ePart :: =
Modul es
Modul es :: =
Modul e
| Modul es Modul e
Modul e :: =
-- nane of nodule --
"MODULE" Mbdul eNane
Mandat or yPar t
Conpl i ancePar t
Modul eNamre :: =

-- identifier must start with uppercase letter
i dentifier Mduleldentifier
-- must not be enpty unless contained
-- in MB Mdule
| enmpty
Modul el dentifier ::=
val ue( OBJECT | DENTI FI ER)

| enpty

Mandat oryPart ::=
" MANDATORY- GROUPS" "{" Groups "}"

| enmpty

G oups ::
G oup
| Goups "," Goup
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Goup ::=
val ue( OBJECT | DENTI FI ER)

Conpl i ancePart ::=

Conpl i ances
| enpty
Conpl i ances :: =
Conpl i ance
| Compliances Conpliance
Conpl i ance :: =

Conpl i anceG oup
| Object

Conpl i anceG oup ::=
" GROUP" val ue( OBJECT | DENTI FI ER)
" DESCRI PTI ON' Text

ohject ::=
"OBJECT" val ue( Obj ect Nane)
I nstal | Synt axPart -- nodified
AccessPart
" DESCRI PTI ON' Text

-- must be a refinement for object’s SYNTAX cl ause
I nstall SyntaxPart ::= "SYNTAX" Syntax

| enpty

Syntax ::= -- Must be one of the foll ow ng:
-- a base type (or its refinenent),
-- a textual convention (or its refinenent), or
-- a BITS pseudo-type

type
| "BITS" "{" NanedBits "}"
NarmedBits ::= NanedBit
| NanedBits "," NanedBit
NanedBit ::= identifier "(" nunmber ")" -- nunber is nonnegative

AccessPart ::=

"PlI B-M N- ACCESS" Access -- nmodi fied
| enmpty
Access ::= -- modi fied
"not - accessi bl e"
| "install™
| "notify"

| "install-notify"
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| "report-only"

-- a character string as defined in [SM]
Text ::= value(lA5String)
END

-- definition of textual conventions

TEXTUAL- CONVENTI ON MACRO : : =
BEG N
TYPE NOTATION :: =

Di spl ayPart
" STATUS" Status
"DESCRI PTI ON' Text
Ref er Part
" SYNTAX" Synt ax

VALUE NOTATION :: =

val ue( VALUE Synt ax) -- adapted ASN. 1
Di spl ayPart ::=
" DI SPLAY- HI NT" Text
| enpty
Status ::=
"current"”
| "deprecated"
| "obsol ete"
ReferPart ::=
" REFERENCE" Text
| enpty
-- a character string as defined in [SM]
Text ::= value(lA5String)
Syntax ::= -- Must be one of the follow ng:

-- a base type (or its refinenment), or
-- a BITS pseudo-type

type
| "BITS" "{" NanmedBits "}"
NanmedBi ts ::= NanmedBit
| NanmedBits "," NanedBit
NanedBit ::= identifier "(" nunber ")" -- number is nonnegative

END
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END
COPS-PR-SPPI -TC  PIB-DEFINITIONS ::= BEG N

| MPORTS Unsi gned32, MODULE- | DENTI TY, TEXTUAL- CONVENTI ON, pib
FROM COPS- PR- SPPI ;

copsPr Sppi Tc MODULE- | DENTI TY

SUBJECT- CATEGORIES { all }

LAST- UPDATED "200108160000Z"

ORGANI ZATI ON "I ETF RAP WG'

CONTACT-1 NFO "Keith MO oghrie
Cisco Systens, Inc.
170 West Tasman Drive,
San Jose, CA 95134-1706 USA
Phone: +1 408 526 5260

Emai |l : kzm@i sco. com
Ravi Sahita
Inte

2111 NE 25th Avenue
Hi | | sboro, OR 97124 USA
Phone: +1 503 712 1554
Email: ravi.sahita@ntel.com"
DESCRI PTI ON
"The PIB nodul e containing a set of Textual Conventions
whi ch have general applicability to all PIB nodul es.”

REVI SI ON "200108160000Z"
DESCRI PTI ON
“Initial version, published in RFC 3159."
:={ pib 1}
I nstancel d ::= TEXTUAL- CONVENTI ON
STATUS current
DESCRI PTI ON
"The textual convention for use by an attribute which is used
as the instance-identifying index of a PRC, i.e., an attribute

named in a PIB-INDEX clause. The value of an attribute with
this syntax is always greater than zero. PRIs of the sane PRC
need not have contiguous values for their instance-identifying
attribute.”

SYNTAX Unsi gned32 (1..4294967295)

Ref erencel d ::= TEXTUAL- CONVENTI ON
STATUS current
DESCRI PTI ON
"A textual convention for use by an attribute which is used as
a pointer in order to reference an instance of a particul ar
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PRC. An attribute with this syntax nust not be used in a
Pl B-1 NDEX cl ause , and its description nust specify the
particular PRC to which the referenced PRI will bel ong.
For an attribute of this type, the referenced PRI must exist.
Furthernore, it is an error to try to delete a PRI that is
ref erenced by another instance without first del eting/nodifying
the referencing instance. The definition of an attribute with
this syntax can pernit the attribute to have a value of zero to
indicate that it is not currently pointing to a PRI ."

SYNTAX Unsi gned32

Prid ::= TEXTUAL- CONVENTI ON

STATUS current

DESCRI PTI ON
"Represents a pointer to a PRI, i.e,. to an instance of a
PRC. The value is the O D name of the PRC s row definition,
appended with one sub-identifier containing the value of the
I nstancel d value for the referenced instance. The definition
of an attribute with this syntax can permt the attribute to
have a value of 0.0 to indicate that it is not currently
pointing to a PRI ."

SYNTAX OBJECT | DENTI FI ER
Tagld ::= TEXTUAL- CONVENTI ON
STATUS current
DESCRI PTI ON
"Represents a tag val ue, such that all instances of a

particul ar PRC having the sane tag value forma tag |ist.
Atag list is identified by the tag value shared by al
instances in that tag list."

SYNTAX Unsi gned32 (1..4294967295)
TagRef erencel d :: = TEXTUAL- CONVENTI ON

STATUS current

DESCRI PTI ON

"Represents a reference to a tag |ist of instances of a
particular PRC. The particular PRC nust have an attribute
with the syntax of Tagld. The tag |ist consists of
all instances which have the same value of the Tagld
attribute. Reference to the tag list is via the attribute
with the syntax of TagReferenceld containing the tag
val ue which identifies the tag |list.
The definition of an attribute with this syntax can permt
the attribute to have a value of O to indicate that it is
not currently referencing a tag list."
SYNTAX Unsi gned32
END
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4.

4.

Pl B Modul es

The nanes of all standard PIB nodul es nust be unique (but different
versi ons of the sane nodul e shoul d have the same nane). Devel opers
of enterprise PIB nodul es are encouraged to choose nanmes for their
nodul es that will have a | ow probability of colliding with standard
or other enterprise nodul es.

The first line of a PIB nodule is:
Pl B- MODULE- NAVE Pl B-DEFI NI TIONS ::= BEG N
where Pl B- MODULE- NAME is the nodul e nane.

Li ke the SM, additional ASN. 1 macros nust not be defined in PIB
nodul es.

1. Inporting Definitions

Li ke the SM, a PIB nodul e which needs to reference an externa
definition, nust use the | MPORTS statenent to identify both the
descriptor and the nodule in which the descriptor is defined, where a
nodule is identified by its ASN. 1 nodul e nane.

In particular, a PIB nodule inports each of the base data types that
it uses from COPS-PR-SPPI (defined in this docunent), and may inport
as required fromother PIB nodules. A PIB nodule may inport, from
the SM, (subtree) O Ds for the purpose of defining new ODs. A PIB
nodul e may al so inmport, from M B nodul es, O D assignnents as well as
textual convention definitions providing that their underlying syntax
is supported by the SPPI. However, the follow ng nmust not be

i ncluded in an | MPORTS st at enent :

- named types defined by ASN. 1 itself, specifically: |INTEGER, OCTET
STRI NG OBJECT | DENTI FI ER, SEQUENCE, SEQUENCE OF type,

- the BITS construct.

For each ASN.1 nmacro that a PIB uses, it nust inport that macro’s
definition fromthe COPS-PR- SPPI
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4.2. Reserved Keywords

6.

6.

In addition to the reserved keywords listed in the SM, the follow ng
must not be used as descriptors or nodul e nanes:

EXTENDS | NSTALL- ERRORS | nt eger 64 Pl B-M N- ACCESS PI B- ACCESS PI B-
| NDEX Pl B- REFERENCES PI B- TAG SUBJECT- CATEGORI ES UNI QUENESS
Unsi gned64

Nam ng Hi erarchy

The SPPI uses the same OBJECT | DENTI FI ER nam ng hierarchy as the SM.
That is, ODs are typically assigned to PIB nodules fromthe subtree
admini stered by the Internet Assigned Numbers Authority (1ANA).
However, like the SM, the SPPI does not prohibit the definition of
PRCs in other portions of the QD tree.

Mappi ng of the MODULE-| DENTITY nacro
1. Mapping of the SUBJECT- CATEGORI ES cl ause

The SUBJECT- CATEGORI ES cl ause, which rmust be present, identifies one
or nore categories of provisioning data for which this PIB nodul e
defines provisioning information. For use with the COPS-PR protocol,
the individual subject categories are mapped to COPS Cient Types
[COPS-PR]. | ANA Considerations for SPPI SUBJECT- CATEGORI ES fol | ow
the sane requirenents as specified in [COPS] | ANA Considerations for
COPS Cient Types. The subject categories are identified either:

- via the keyword "all", indicating the PIB nodul e defines
provisioning infornmation relevant for all subject categories (and
thus, all COPS Cdient Types), or

- a list of naned-number enunerations, where each number which nust
be greater than zero, identifies a subject category, and is mapped
to the Cient Type which is identified by that same number in the
COPS protocol. The nanespace for these nanmed nunbers is gl oba
and therefore the | abels shoul d be assigned consistently across
PI B nodules. At present tine, no nore than one named- nunber
enuner ati on shoul d be specified.

Note that the list of categories specified in a PIB nodul e’ s SUBJECT-
CATEGORI ES cl ause is not exclusive. That is, some other
specification mght (e.g., at a future date) specify additional COPS
Client Types to which the nmodule is rel evant.
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7.

7.

7.

1

1

When a PIB nodule applies to nultiple subject categories, that PIB
nodul e exists in multiple virtual infornmation stores, one for each
Client-Type. A PIB nodule with SUBJECT- CATEGORI ES "all" uses the

nanmed- nunber specified in the SUBJECT- CATEGORI ES of the PIB it is
associated with, as the COPS Cient-Type when it is sent over COPS.

Mappi ng of the OBJECT- TYPE macro

The SPPI requires that all attribute definitions be contained wthin
a PRC, i.e., within a table definition

Mappi ng of the SYNTAX cl ause

The SYNTAX cl ause, which nmust be present within the definition of an
attribute, defines the abstract data structure of that attribute.
The data structure nust be one of the follow ng: a base type, the

BI TS construct, or a textual convention.

The SYNTAX cl ause nust al so be present for the table and row
definitions of a PRC, and in this case nust be a SEQUENCE OF or
SEQUENCE (see section 8.1.7 below).

The base types are an extended subset of the SM’'s base types:
- built-in ASN.1 types: | NTECER OCTET STRING OBJECT | DENTI FI ER

- application-defined types: Integer32, Unsigned32, TimeTicks,
I nt eger 64 and Unsi gned64.

A textual convention is a new y-defined type defined as a sub-type of
a base type [TC]. The value of an attribute whose syntax is defined
using a textual convention is encoded "on-the-wire" according to the
textual convention’s underlying base type.

Note that the set of base types has been chosen so as to provide
sufficient variety of on-the-wire encodings for attribute val ues;
base types should contain a m ni numof semantics. Senmantics shoul d,
to the extent possible, be incorporated into a data type through the
use of a textual convention

The differences fromthe SM in the semantics of (bjectSyntax are now
descri bed.

1. Counter32

The Counter32 type is not supported by the SPPI
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7.1.2. (Gauge32
The Gauge32 type is not supported by the SPPI
7.1.3. Opaque

The Opaque type is provided solely for backward-conpatibility, and
shal | not be used for new y-defined object types. The Qpaque type
supports the capability to pass arbitrary ASN.1 syntax. A value is
encoded using the ASN. 1 Basic Encoding Rules [ASNl] into a string of
octets. This, in turn, is encoded as an OCTET STRING in effect
"doubl e-wrappi ng" the original ASN. 1 value. Note that a conform ng

i mpl enentati on need only be able to accept and recogni ze opaquel y-
encoded data. It need not be able to unwap the data and then
interpret its contents. A requirement on "standard" PIB nodules is
that no object may have a SYNTAX cl ause val ue of Opaque.

7.1.4. | pAddress

The | pAddress type is provided solely for backward-conpatibility, and
shal | not be used for new y-defined object types. Instead, It is
recommended to use the |Inet AddressType/lnet Address pair TCs as
defined in RFC2851 [| NETADDR] .

7.1.5. Counter64

The Counter64 type is not supported by the SPPI

7.1.6. Integer64

The I nteger64 type represents integer-valued information between
-2763 and 2763-1 inclusive (-9223372036854775808 to
9223372036854775807 decimal). Wiile Integer64 may be sub-typed to be
nore constrained, if the constraint results in all possible val ues
bei ng contained in the range (-2147483648..2147483647), then the

I nteger32 type nmust be used instead of I|nteger64.

7.1.7. Unsigned64

The Unsi gned64 type represents integer-val ued information between 0
and 2764-1 inclusive (0 to 18446744073709551615 decimal). VWile

Unsi gned64 may be sub-typed to be nobre constrained, if the constraint
results in all possible values being contained in the range
(0..4294967295), then the Unsigned32 type nust be used instead of
Unsi gned64.
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7.1.8. Provisioning C asses

The operations (on PIBs) supported by the SPPI apply exclusively to
PRCs. Each PRC is nodelled as a tabular structure, i.e., a table.
Each instance of a particular PRC has the sane set of attributes.
The set of attributes which belong to every instance of a particular
PRC is nodelled as a rowin the table. Note that a PRC nust have no
nore than 127 attributes. The usage of subids (for PRC attri butes)
beyond 127 (that is 128 and above) is reserved for Mapping PIBs to
M Bs (see Appendix A). PRCs that require nore than 127 attributes
must use the AUGVENTS cl ause to augnent the PRC containing the
initial 127 attributes to add additional attributes. Definition of
Provisioning Classes is fornmalized by using the OBJECT- TYPE nacro to
defi ne bot h:

- the PRC as a whole, called the table definition, and

- the characteristics of every instance of a particular PRC, called
the row definition.

In the table definition, the SYNTAX cl ause has the form
SEQUENCE OF <EntryType>

where <EntryType> refers to the SEQUENCE type of its attribute
definitions. In the row definition, the SYNTAX clause has the form

<EntryType>
where <EntryType> is a SEQUENCE type defined as foll ows:
<EntryType> ::= SEQUENCE { <typel> ... , <typeN> }

where there is one <type> for each attribute, and each <type> is of
the form

<descri ptor> <synt ax>
where <descriptor> is the descriptor naming an attribute, and
<syntax> has the value of that attribute' s SYNTAX cl ause, except that
both sub- typing information and the naned val ues for enunerated
integers or the naned bits for the BITS construct, are omtted from
<synt ax>.
7.2. Mapping of the MAX- ACCESS cl ause

The MAX- ACCESS cl ause is not supported by the SPPI
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7.3. Mapping of the PIB-ACCESS cl ause

The PI B- ACCESS cl ause nust be present for a PRC s table definition
and nust not be present for any other OBJECT-TYPE definition. The
Pl B- ACCESS cl ause defines what kind of access is appropriate for the
PRC.

- the value "install" is used to indicate a PRC which a PDP can
install in the PEP as provisioning information.

- the value "notify" is used to indicate a PRC for which the PEP
nmust notify the PDP of all its instances and attribute val ues of
that PRC

- the value "install-notify" is used to indicate the uncomon type
of PRC which has both characteristics: "install" and "notify".

- the value "report-only" is used to indicate a PRC whi ch has
neither the "install" characteristic nor the "notify"
characteristic. However, instances of such a PRC nmay be incl uded
i n synchronous/asynchronous reports generated by the PEP. (Note:
PRCs having the "install" and/or "notify" characteristics may al so
be included in reports generated by the PEP.)

7.4. Mapping of the | NSTALL- ERRORS cl ause

The | NSTALL- ERRORS cl ause, which may optionally be present for a
PRC s table definition, and nust be absent otherw se, lists one or
nore potential reasons for rejecting an install or a renmpval of an
instance of the PRC. Each reason consists of a nanmed- nunber
enuner ati on, where the nunber represents a PRC-specific error-code to
be used in a COPS protocol nessage, as the Error Sub-code, with the
Error-Code set to priSpecificError (see [COPS-PR]). The semantics of
each naned- nunber enuneration should be described in the PRC s
DESCRI PTI ON cl ause.

The nunbers listed in an | NSTALL- ERRORS nust be greater than zero and

| ess than 65536. |If this clause is not present, an install/renove
can still fail, but no PRC-specific error is available to be
reported.

7.5. Mapping of the PIB-1NDEX cl ause

The PI B-1 NDEX cl ause, which must be present for a row definition

(unl ess an AUGMVENTS or an EXTENDS cl ause is present instead), and
nmust be absent otherw se, defines identification information for

i nstances of the PRC.
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The PI B-1 NDEX cl ause includes exactly one descriptor. This
descriptor specifies an attribute (typically, but not necessarily of
the sane PRC) which is used to identify an instance of that PRC. The
syntax of this attribute is REQURED to be Instanceld (a textua
convention with an underlying syntax of Unsigned32), and it has no
semantics other than its use in identifying the PRC i nstance. The
OBJECT | DENTI FI ER which identifies an instance of a PRC is forned by
appendi ng one sub- identifier to the OD which identifies that PRC s
row definition. The value of the additional sub-identifier is that

i nstance’s value of the attribute specified in the | NDEX cl ause.

Not e that SPPlI does not pernmit use of the I MPLIED keyword in a Pl B-
| NDEX cl ause.

7.6. Mapping of the | NDEX cl ause

The I NDEX cl ause is optionally present if a PIB-1NDEX clause is
present, and nust be absent otherwise. |f present, the | NDEX cl ause
can contain any nunber of attributes, and is used only by the
algorithm c conversion of a PIBto a MB (see Appendix A).

An | MPLI ED keyword can be present in an INDEX clause if so desired.
7.7. Mapping of the AUGVENTS cl ause

The AUGMVENTS cl ause, which must not be present except in row
definitions, is an alternative to the PIB-INDEX cl ause and the
EXTENDS cl ause. Every row definition has exactly one of: a Pl B-1NDEX
cl ause, an AUGMENTS cl ause, or an EXTENDS cl ause.

A row definition which has a PIB-1NDEX clause is called a base row
definition. A row definition which has an AUGVENTS cl ause is called
a row augnent ation, where the AUGVENTS cl ause nanes the base row
definition which is augnented by this row augnentation. (Thus, a row
augnent ati on cannot itself be augnented.)

A PRC whose row definition is a row augnentation is called an
augnenting PRC. Instances of an augnenting PRC are identified
according to the PIB-1NDEX clause of the base row definition named in
the AUGMVENTS cl ause. Further, instances of an augnenting PRC exi st
according to the same semantics as instances of the PRC which it
augnents. As such, when an instance of a PRCis installed or renoved,
an instance of every PRC which augnents it is also installed or
renoved. (for nore details, see [COPS-PR]).
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7.8. Mapping of the EXTENDS cl ause

The EXTENDS cl ause, which rmust not be present except in row
definitions, is an alternative to the PIB-1NDEX cl ause and the
AUGMVENTS cl ause. Every row definition has exactly one of: a PIB-
| NDEX cl ause, an AUGMVENTS cl ause, or an EXTENDS cl ause.

A row definition which has an EXTENDS cl ause is called a sparse row
augrment ati on, where the EXTENDS cl ause nanes the row definition which
i s sparsely-augnented by this sparse row augnentation. The sparsely-
augnmented row can be a base row definition, or another sparse row
augnent ati on.

A PRC whose row definition is a sparse row augnentation is called a
sparsely augnenting PRC. |nstances of a sparsely augnenting PRC are
identified according to the PIB-1NDEX clause of the row definition
naned in the sparsely augnmenti ng PRC s EXTENDS cl ause.

An instance of a sparsely augnenting PRC can not exist unless a
correspondi ng i nstance of the PRC which it sparsely augnents exists.
As such, when an instance of a PRC is renmpbved, an instance of any PRC
whi ch sparsely augnents it is also renoved. However, an instance of
a sparsely augnmenting PRC need not exist when the correspondi ng
instance of the PRC that it sparsely augnents exists. Thus, an

i nstance of a sparsely augnenting PRC can be installed at the sane
time as or subsequent to the installation of, and can be renoved
prior to the renoval of, the corresponding instance of the PRC that
it sparsely augnents. So, instances of a sparsely augnenting PRC
must be installed explicitly, but are rempved either inmplicitly (via
renoval of the augnented PRI) or explicitly. Wien a sparsely
augnented PRC is installed, both instances, the instance of the
sparsely augnmented PRC and the instance of the sparsely augmenting
PRC rmust be sent in one COPS nessage.

7.8.1. Relation between PIB-1NDEX, AUGVENTS and EXTENDS cl auses
When defining instance identification information for a PRC

- If there is a one-to-one correspondence between instances of this
PRC and instances of an existing PRC, then the AUGVENTS cl ause
shoul d be used.

- Oherwise, if there is a sparse relationship between instances of
this PRC and instances of an existing PRC (that is, there is a one
to zero or one correspondence between instances of a sparsely
augnment ed PRC and the instances of the PRC that sparsely augments
it.), then an EXTENDS cl ause shoul d be used.
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- Oherwi se, a PIB-INDEX cl ause shoul d be used which nanes its own
I nstanceld attri bute.

7.9. Mapping of the UNI QUENESS cl ause

The UNI QUENESS cl ause, which is optionally present for any row
definition, lists a set of zero or nore of the PRC s attributes, for
which no two instances of the PRC can have the same set of val ues.
The specified set of attributes provide a necessary and sufficient
set of values by which to identify an instance of this PRC. The
attribute contained in the PIB-1NDEX cl ause may not be present in the
UNI QUENESS cl ause. By definition, an attribute may not appear nore
than once in a UNI QUENESS cl ause. A UNI QUENESS cl ause cont ai ni ng
zero attributes indicates that it's possible for two instances of the
PRC to have identical values for all attributes except, of course,
for the one named in the PIB-1NDEX cl ause.

If a PRC and its sparsely augnenting PRC both have UN QUENESS

cl auses, then the UNI QUENESS constraint for instances of each PRC
MUST be applied according to the UNI QUENESS cl ause in the
correspondi ng PRC definition. Note that a sparsely augnmenting PRC
thus can override the UNI QUENESS cl ause of the PRC it sparsely
augnent s.

Even t hough the UNI QUENESS cl ause is optional, its inclusion is
recomended wherever it provides useful information

7.10. Mapping of the PIB-REFERENCES cl ause

The PI B- REFERENCES cl ause, which nmust be present for any attribute
whi ch has the SYNTAX of Referenceld, and nust be absent otherw se,
nanmes the PRC, an instance of which is referenced by the Referenceld
attribute. For exanple usages of the PIB-REFERENCES cl ause, see
Appendi x B

7.11. WMapping of the PIB-TAG cl ause

The PI B- TAG cl ause, which rmust be present for an attribute which has
t he SYNTAX TagRef erenceld, and nust be absent otherw se, is used to
indicate that this attribute references a "tag list" of instances of
another PRC. Such a tag list (simlar in concept to the usage of the
same termin [APPL]) is fornmed by all instances of the other PRC

whi ch have the sanme (tag) value of a particular attribute of that
other PRC. The particular attribute of the other PRC, which nust
have the SYNTAX Tagld, is naned in the PIB-TAG clause. For an
exanpl e usage of the PIB-TAG cl ause, see Appendi x B
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8.

9.

10.

10.

Mappi ng of the OBJECT-I| DENTITY nacro

The OBJECT-I1DENTITY macro is used in PIB nodul es to define
i nformati on about an OBJECT | DENTI FI ER assi gnment .

Mappi ng of the OBJECT- GROUP nacro

For confornmance purposes, it is useful to define a confornmance group
as a collection of related PRCs and their attributes. The OBJECT-
GROUP macro (directly) defines the collection of attributes which
bel ong to a confornmance group. Since each attribute included in the
collection belongs to a PRC, the collection of related PRCs which
bel ong to a confornance group is also specified (indirectly) as the
set of PRCs to which the included attributes bel ong.

1. Mapping of the OBJECTS cl ause

The OBJECTS cl ause, which nust be present, is used to specify each
attribute contained in the confornance group. Each of the specified
attributes nmust be defined in the sane PIB nodul e as the OBJECT- GROUP
macr o appears.

It is required that every attribute defined in a PIB nodul e be
contained in at |east one conformance group. This avoids the commobn
error of adding a new attribute to a nodule and forgetting to add the
new attribute to a group.

Mappi hg of the MODULE- COMPLI ANCE macr o

The MODULE- COVPLI ANCE nacro is used to convey a mni mum set of
requirenents with respect to inplenentati on of one or nore PIB
nodul es.

A requirement on all "standard" PIB nodules is that a correspondi ng
MODULE- COVPLI ANCE specification is also defined, either in the sane
nodul e or in a conpani on nodul e.

1. Mapping of the MODULE cl ause

The MODULE cl ause, which nust be present, is repeatedly used to nane
each PIB nodul e for which conpliance requirements are being
specified. Each PIB nodule is nanmed by its nodul e nane, and
optionally, by its associated OBJECT | DENTIFIER as well. The nodul e
name can be omitted when the MODULE- COMPLI ANCE i nvocation occurs
inside a PIB nodule, to refer to the enconpassi ng Pl B nodul e.
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10.

10.

10.

10.

1.1. Mapping of the MANDATORY- GROUPS cl ause

The MANDATORY- GROUPS cl ause, which need not be present, nanes the one
or nore conformance groups within the correspondent PlIB nodul e which
are unconditionally nmandatory for inplementation. |[If an agent clains
conpliance to the PIB nodule, then it nust inplenent each and every
attribute (and therefore the PRCs to which they belong) within each
conformance group |isted.

1.2. Mapping of the GROUP cl ause

The GROUP cl ause, which need not be present, is repeatedly used to
nane each conformance group which is conditionally mandatory for
conpliance to the PIB nodule. The GROUP cl ause can al so be used to
nanme unconditionally optional groups. A group naned in a GROUP

cl ause nust be absent fromthe correspondent MANDATORY- GROUPS cl ause

Conditionally mandatory groups include those which are nandatory only
if a particular protocol is inplemented, or only if another group is
i mpl emented. A GROUP cl ause’ s DESCRI PTI ON specifies the conditions
under which the group is conditionally nandatory.

A group which is naned in neither a MANDATORY- GROUPS cl ause nor a
GROUP cl ause, is unconditionally optional for conpliance to the PIB
nmodul e.

1.3. Mapping of the OBJECT cl ause

The OBJECT cl ause, which need not be present, is repeatedly used to
specify each attribute for which conpliance has a refined requirenent
with respect to the PIB nodule definition. The attribute nust be
present in one of the conformance groups nanmed in the correspondent
MANDATORY- GROUPS cl ause or GROUP cl auses.

By definition, each attribute specified in an OBJECT cl ause follows a
MODULE cl ause which nanmes the PIB nodule in which that attribute is
defined. Therefore, the use of an | MPORTS statenent, to specify from
where such attributes are inported, is redundant and is not required
in a PIB nodul e.

1.3.1. Mapping of the SYNTAX cl ause

The SYNTAX cl ause, which need not be present, is used to provide a
refined SYNTAX for the attribute named in the correspondent OBJECT
clause. The refined syntax is the mnimm | evel of support needed
for this attribute in order to be conpliant.
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10.

10.

11.

11.

1.3.2. Mapping of the WRI TE- SYNTAX cl ause
The WRI TE- SYNTAX cl ause i s not supported by the SPPI
1.3.3. Mapping of the PIB-M N ACCESS cl ause

The PI B-M N ACCESS cl ause, which need not be present, is used to
define the mninmal |evel of access for the attribute naned in the
correspondent OBJECT clause. |If this clause is absent, the minina

| evel of access is the same as the maxinmal |evel specified in the

Pl B- ACCESS cl ause of the correspondent invocation of the OBJECT- TYPE

macro. |If present, this clause nust specify a subset of the access
specified in the correspondent PIB-ACCESS cl ause, where: "install" is
a subset of "install-notify", "notify" is a subset of "install-

noti fy", and "not- accessible" is a subset of all other values.

An implenentation is conpliant if the level of access it provides is

the sanme or a superset of the minimal |evel in the MODULE- COVPLI ANCE

macro and the sane or a subset of the maximal |evel in the PlIB-ACCESS
cl ause.

Textual Conventi ons

When designing a PIB nodule, it is often useful to define new data
types simlar to those defined in the SPPI. 1In conparison to a type
defined in the SPPI, each of these new types has a different nane, a
simlar syntax, and specific semantics. These newy defined types
are terned textual conventions, and are used for the conveni ence of
humans readi ng the PIB nodul e.

Attributes defined using a textual convention are al ways encoded by
means of the rules that define their underlying type.

1. Mapping of the TEXTUAL- CONVENTI ON macro

The TEXTUAL- CONVENTI ON nmacro is used to convey the syntax and
semantics associated with a textual convention. It should be noted
that the expansion of the TEXTUAL- CONVENTI ON nmacro i s sonething which
conceptual |y happens during inplenentati on and not during run-tine.

The nane of a textual convention must consist of one or nore letters
or digits, with the initial character being an upper case letter.
The nane nust not conflict with any of the reserved words listed in
section 5.2, should not consist of all upper case letters, and shal
not exceed 64 characters in length. (However, nanes |onger than 32
characters are not recommended.) The hyphen is not allowed in the
nane of a textual convention (except for use in information nodul es

McC oghrie, et al. St andards Track [ Page 28]



RFC 3159 SPPI August 2001

11.

11.

11.

12.

12.

converted from SM vl which all owed hyphens in ASN. 1 type
assignments). Further, all nanes used for the textual conventions
defined in all "standard" PIB nodul es shall be unique.

1.1. Mapping of the DI SPLAY-H NT cl ause

The DI SPLAY-HI NT cl ause, which need not be present, gives a hint as
to how the value of an instance of an object with the syntax defined
using this textual convention might be displayed. The DI SPLAY-HI NT
cl ause nust not be present if the Textual Convention is defined with
a syntax of: OBJECT |IDENTIFIER, or any enunerated syntax (BITS or

I NTEGER). The determination of whether it nmakes sense for other
syntax types is dependent on the specific definition of the Textua
Conventi on.

The rules for the format specification of the hint are the sane as
specified in Section 3.1 of [T(C.

1.2. Mapping of the SYNTAX cl ause

The SYNTAX cl ause, which nust be present, defines abstract data
structure corresponding to the textual convention. The data
structure nmust be one of the follow ng: a base type (see the SYNTAX
cl ause of an OBJECT-TYPE nacro), or the BITS construct. Note that
this neans that the SYNTAX cl ause of a Textual Convention can not
refer to a previously defined Textual Convention

1.2.1. Sub-typing of Textual Conventions

The SYNTAX cl ause of a TEXTUAL CONVENTI ON macro nay be sub-typed in
the sanme way as the SYNTAX cl ause of an OBJECT- TYPE nacro.

Extending a PI B Modul e

PI Bs may be revised as inplenentation experience is gained. However,
changes with potential to cause disruption to interoperability
bet ween the previous PIB and the revised PIB are not all owed.

1. PIB Mdul es

For any change, the invocation of the MODULE-1DENTITY nmacro nust be
updated to include informati on about the revision: specifically,
updating the LAST- UPDATED cl ause, adding a pair of REVISION and
DESCRI PTI ON cl auses, and maki ng any necessary changes to existing
cl auses, including the ORGAN ZATI ON and CONTACT- I NFO cl auses.
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12.

12.

Note that any definition contained in an existing PIBis available to
be | MPORT-ed by any other PIB, and is referenced in an | MPORTS cl ause
via the PIB nodul e nane. Thus, a PIB nodul e name shoul d not be
changed. Definitions should not be noved fromone PIB to anot her

Al so note that obsolete definitions nmust not be removed from PIB
nodul es since their descriptors may still be referenced by other PIB
nodul es, and the OBJECT | DENTI FI ERs used to nane them nust never be
re-assi gned. The EXTENDS/ AUGVENTS cl ause shoul d be used to extend
previous definitions depending on the information to be represented.

Changes to an existing PIB can be nade in several ways:

- Additional PRCs can be added to a PIB or an existing one
depr ecat ed.

- Attributes can be added to, or deprecated from an existing PRC
Note that an ASN. 1 value of the correct type or an ASN. 1 NULL
val ue nust be sent even for deprecated attributes to naintain
interoperability. New attributes nust be added in sequence after
t he exi sting ones.

- An existing PRC can be extended or augnented with a new PRC
defined in another (perhaps enterprise specific) PIB.

Addi ti onal naned-nunber enumnerations nay be added to a SUBJECT-
CATEGORI ES cl ause

2. (Object Assignnents

If any non-editorial change is made to any cl ause of a object

assi gnment, then the OBJECT | DENTI FI ER val ue associated with that
obj ect assignment nust al so be changed, along with its associ ated
descriptor. Note that the max subid for PRC attributes is 127 (See
Section 7.1.8)

3. Object Definitions

An object definition nmay be revised in any of the follow ng ways:

- A SYNTAX cl ause contai ning an enunerated | NTEGER may have new
enuner ati ons added or existing | abels changed. Simlarly, naned

bits nay be added or existing |abels changed for the BITS
construct.
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- The val ue of a SYNTAX cl ause may be replaced by a textua
convention, providing the textual convention is defined to use the
same primtive ASN. 1 type, has the sane set of values, and has
i dentical semanti cs.

- A UNITS clause may be added.

- A STATUS cl ause value of "current" nay be revised as "deprecated"
or "obsolete". Simlarly, a STATUS cl ause val ue of "deprecated"
may be revised as "obsolete". Wen naking such a change, the
DESCRI PTI ON cl ause shoul d be updated to explain the rationale.

- Carifications and additional information may be included in the
DESCRI PTI ON cl ause.

- An I NSTALL-ERRORS cl ause nmay be added or an existing | NSTALL-
ERRORS cl ause have additional errors defined.

- A REFERENCE cl ause may be added or updat ed.
- A DEFVAL cl ause may be added or updat ed.

- A PRC may be augnented by addi ng new objects at the end of the
row, and maki ng the correspondi ng update to the SEQUENCE
definition.

- Entirely new objects may be defined, named with previously
unassi gned OBJECT | DENTI FI ER val ues.

O herwise, if the senmantics of any previously defined object are
changed (i.e., if a non-editorial change is nmade to any cl ause ot her
than those specifically allowed above), then the OBIJECT | DENTI FI ER
val ue associated with that object nust also be changed. Note that
changi ng the descriptor associated with an existing object is

consi dered a semantic change, as these strings may be used in an

| MPORTS st at enent .
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Appendi x A: Mapping a PIBto a MB

Since the SPPI is nodelled on the SM, a PIB can be potentially
algorithmcally mapped into a MB. This nmapping is achi eved by neans
of the follow ng rules:

Modi fy the nodul e’ s nodul e nane by appending "-MB" to the nane.

Change the O D assigned to the MODULE-I DENTITY to be different
val ue.

Repl ace the keyword PIB-DEFI NI TIONS with the keyword DEFI NI TI ONS.

Modi fy the nodul e nanes of all external references to PlIB nodul es
by appending "-MB" to each such nodul e name.

For each PRC definition, if an INDEX clause is absent, change the
"PI B-1 NDEX" keyword to "I NDEX"; otherw se, delete the PIB-INDEX
cl ause.

Delete all of the follow ng clauses: PlB-ACCESS, PlB- REFERENCES,
Pl B- TAG UN QUENESS, | NSTALL-ERRORS, and SUBJECT- CATEGORI ES.

Change all PIB-M N ACCESS cl auses to M N ACCESS cl auses, nodifying
"install" and "install-notify" to "read-create", and "notify" to
“read-only".

Add a MAX- ACCESS cl ause for each OBJECT-TYPE. For each table
definition and row definition, the MAX-ACCESS is "not-accessible".
For each attribute that is in the | NDEX cl ause, the MAX- ACCESS is
"not-accessible". For the remaining attributes, the MAX- ACCESS is
"read-create".

Add a columar attribute of type RowStatus with a descriptor and
appropriate DESCRI PTION. The descriptor can be forned by

appendi ng the nine characters "RowStatus" to the end of the PRC s
descriptor (truncated if necessary to avoid the resulting
descriptor being too long). A Subid beyond 127 (i.e., 128 and
above) can be used as the O D for this columar attribute.

Modi fy any SYNTAX cl ause which has a base data type which is not
allowed in the SM, either to be a valid SM data type or to omt
the OBJECT- TYPE or TEXTUAL- CONVENTI ON definition and all
references to it. Since it is not clear (at this tine) which is
the best SM data type to use, the conversion SHOULD provide a
configurable option allowing a choice fromat |east the foll ow ng:
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- convert to an OCTET STRING of the relevant size. Specifically,
this option would map both Integer64 and Unsi gned64 to OCTET
STRI NG (SI ZE(8)), or

- omt themfromthe conversion, or

- map I nteger64 and Unsigned64 to Counter64 (even though this has
probl ens representing negative nunbers, and unwanted counter
senmantics.)

Appendi x B: Exanpl e usage of PIB- REFERENCES and PI B- TAG cl auses

The foll owi ng exanpl e denonstrates the use of the PIB- REFERENCES and
Pl B- TAG cl auses.

In this exanple, the PIB-REFERENCES cl ause is used by the

gosl f DscpMapQueue attribute to indicate the PRC of which it
references an instance, and simlarly, by the qoslfDscpMapThresh
attribute.

The gosl fDscpMapTabl e PRC has an instance for each DSCP of a
particul ar "map", but there is no PRC defined for a map itself;
rather, a map consists of all instances of qoslfDscpMapTabl e which
have the sanme val ue of qoslfDscpMapMapld. That is, atag list is
fornmed by all instances of qoslfDscpMapTabl e which have the sane
val ue of qoslfDscpMapMapld. This tag list is referenced by the
attribute qoslfDscpAssi gnDscpMap, and its use of the PIB-TAG cl ause
i ndi cates this.

gosl f DscpAssi gnTabl e OBJECT- TYPE

SYNTAX SEQUENCE OF Qosl f DscpAssi gnEntry
Pl B- ACCESS i nstall

STATUS current

DESCRI PTION " "

::={ qoslfParaneters 9 }

gosl f DscpAssi gnEntry OBJECT- TYPE
SYNTAX Qos| f DscpAssi gnEntry
STATUS current
DESCRI PTI ON
"An instance of the qoslfDscpAssign class."”
Pl B- | NDEX { qosl fDscpAssignPrid }
UNI QUENESS { qosl f DscpAssi gnNanme, qosl fDscpAssi gnRol es }
.= { qoslfDscpAssignTable 1 }

Qosl| f DscpAssi gnEntry :: = SEQUENCE {

gosl f DscpAssi gnPri d I nst ancel d,
gosl f DscpAssi gnNane SnnpAdmi nStri ng,
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gosl f DscpAssi gnRol es Rol eConbi nati on,
gosl| f DscpAssi gnDscpMap TagRef erencel d
}
gosl f DscpAssi gnDscpMap OBJECT- TYPE
SYNTAX TagRef erencel d
Pl B- TAG { qosl fDscpMapMapld } -- attribute defined bel ow
STATUS current
DESCRI PTI ON

"The DSCP map which is applied to interfaces of type
gosl f DscpAssi gnNane whi ch have a rol e conbi nati on of
gosl f DscpAssi gnRol es. "

.= { qoslfDscpAssignEntry 3 }

-- DSCP to Queue and Threshol d Mappi ng Tabl e

gosl f DscpMapTabl e OBJECT- TYPE

SYNTAX SEQUENCE OF Qosl f DscpMapEntry
Pl B- ACCESS i nstall

STATUS current

DESCRI PTI ON

"Assi gns DSCP val ues to queues and thresholds for an arbitrary
DSCP nap. This map can then be assigned to various interface
and rol e conbination pairs."

::={ qoslfParanmeters 10 }

gosl f DscpMapEntry OBJECT- TYPE

SYNTAX Qosl| f DscpMapEnt ry
STATUS current
DESCRI PTI ON
"An instance of the qoslfDscpMap cl ass.™
Pl B- | NDEX { qosl fDscpMapPrid }
UNI QUENESS { qosl f DscpMapMapl d, qoslf DscpMapDscp }
::= { qoslfDscpMapTable 1 }
Qos| f DscpMapEntry :: = SEQUENCE ({
gosl f DscpMapPri d I nst ancel d,
gosl f DscpMapMapl d Tagl d,
gosl f DscpMapDscp Dscp,
gosl f DscpMapQueue Ref er encel d,
gosl f DscpMapThr esh Ref erencel d
}
gosl f DscpMapMapl d OBJECT- TYPE
SYNTAX Tagl d
STATUS current
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DESCRI PTI ON

"An integer that identifies the DSCP map to which this PR
bel ongs. "
::={ qoslfDscpMapEntry 2 }

gosl f DscpMapQueue OBJECT- TYPE

SYNTAX Ref erencel d

Pl B- REFERENCES { qosl f QueueEntry }
STATUS current

DESCRI PTI ON

"This attribute maps the DSCP specified by qoslfDscpMapDscp to
the queue identified by qoslfQueuePrid in qgoslfQueueTabl e.

For a given DSCP map, all the queues nmust belong to a single
queue set."

::={ qoslfDscpMapEntry 4 }

gosl f DscpMapThresh OBJECT- TYPE

SYNTAX Ref erencel d

Pl B- REFERENCES { qosl f Threshol dEntry }
STATUS current

DESCRI PTI ON

"This attribute maps the DSCP specified by qoslfDscpMapDscp to
the threshold identified by qgoslfThresholdld in
gosl f Threshol dTabl e. The threshold set to which this
threshol d bel ongs nust be assigned to the queue specified by
gosl f DscpMapQueue. "

::={ qoslfDscpMapEntry 5 }

Security Considerations
Thi s docunent defines a | anguage with which to define provisioning
i nformati on. The | anguage itself has no security inmpact on the
I nt ernet.

| ANA Consi der ati ons

The root of the subtree administered by the Internet Assigned Nunbers
Authority (1 ANA) for the Internet is:

i nt ernet OBJECT IDENTIFIER ::={ iso 3 6 1}
That is, the Internet subtree of OBJECT |IDENTIFIERs starts with the
prefix:

1.3.6.1.

Several branches underneath this subtree are used for network
nmanagenent :
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ngnt OBJECT IDENTIFIER ::={ internet 2}
experi ment al OBJECT IDENTIFIER ::={ internet 3}
private OBJECT IDENTIFIER ::= { internet 4 }
enterprises OBJECT IDENTIFIER ::= { private 1 }

The ngnt (2) subtree is used to identify "standard" objects.
Thi s docunent defines
pi b OBJECT IDENTIFIER ::={ ngm 2}

as the root for PIBs defined to be carried over [COPS-PR]. This
oject ldentifier is a high | evel assignnent that needs to be
registered with [ ANA]. Root Object Identifiers for future "standards
track” PIBs will also need to be registered and MJST use Object
Identifiers belowthis oid. A standards track PIB can only be
assigned an OD by IANA if the PIB is approved by the I ESG as a
"standards track" docunent. Experinental and enterprise PIBs MJST be
defined under the "experinental" and "enterprises" Object ldentifiers
respectively.

The PI B nmodul e "copsPrSppi Tc" is defined in this docunent as a
standard nodul e and hence, needs a subid assignment under the "pib"
oid fromI| ANA

SPPI SUBJECT- CATEGORI ES are napped to COPS Cient Types. |ANA

Consi derations for SUBJECT- CATEGORI ES fol | ow the sane requirenments as
specified in [COPS] | ANA Considerations for COPS Client Types. Thus,
a new PIB can define a new COPS Client Type in the "standards"”,
"experinental" or "enterprise" space, and when approved that would
nean that a new COPS Client Type gets assigned. | ANA nust update the
registry for COPS Cient Types (where applicable as described in

[ COPS] | ANA Considerations) as a result.

McC oghrie, et al. St andards Track [ Page 36]



RFC 3159 SPPI August 2001

Aut hors’ Addr esses

Keith McC oghrie

Ci sco Systens, Inc.

170 West Tasman Drive

San Jose, CA 95134-1706 USA

Phone: +1 408 526 5260
Emai | : kzm@i sco. com

M chael Fine

Cisco Systens, Inc.

170 West Tasnan Drive

San Jose, CA 95134-1706 USA

Phone: +1 408 527 8218
EMai | : nfine@isco.com

John Seligson

Nortel Networks, |nc.

4401 Great Anerica Parkway
Santa Clara, CA 95054 USA

Phone: +1 408 495 2992
EMai | : jseligso@ortel networks.com

Kwok Ho Chan

Nortel Networks, |nc.

600 Technol ogy Park Drive
Billerica, MA 01821 USA

Phone: +1 978 288 8175

EMai | : khchan@ort el net wor ks. com
Scott Hahn
I nt el

2111 NE 25th Avenue
Hi |l sboro, OR 97124 USA

Phone: +1 503 264 8231
EMai | : scott.hahn@ntel.com

McC oghrie, et al. St andards Track [ Page 37]



RFC 3159 SPPI

Ravi Sahita

I nt el

2111 NE 25t h Avenue

Hi |l sboro, OR 97124 USA

Phone: +1 503 712 1554
EMai | : ravi.sahita@ntel.com

Andrew Snith

Al | egro Net wor ks

6399 San | gnaci o Ave.
San Jose, CA 95119 USA

Fax: +1 415 345 1827
EMai | : andr ew@l | egr onet wor ks. com

Franci s Rei chneyer

PEN I nc.

University Park at MT
26 Landsdowne Street
Canbridge, MA 02139 USA

Phone: +1 617 494 9980
EMai | : franr @fn.com

Ref er ences

[ COPS] Boyl e, J., Cohen, R,

Rajan, R and A Sastry,
Pol i cy Service) Protocol",

2000.

[ COPS- RSVP] Boyl e, J., Cohen, R,

Rajan, R and A Sastry,
RSVP", RFC 2749, January 2000.

[ COPS- PR Rei chneyer, F., Herzog,

D., Yavatkar, R, G,

A Smith, "COPS Usage for

RFC 3084, March 2001.

[SM] Mcd oghrie, K., Perkins,

Dur ham D.,

Durham D.,
" COPS usage for

August 2001

Herzog, S.,
"The COPS (Conmmobn Open
RFC 2748, January

Herzog, S.,

K., Durham
McC oghrie, K and
Pol i cy Provi sioning”,

Schoenwael der, J.,

Case, J., Rose, M and S V\AI dbusser,

"Structure of Managenent
(SMv2)", STD 58, RFC 2578, April

McC oghrie, et al. St andards Track

| nformati on Version 2
1999.

[ Page 38]



RFC 3159

[ TC]

[ CONF]

[ APPL]

[ ASNL]

[ | NETADDR]

[ 1 ANA]

SPPI August 2001

McC oghrie, K., Perkins, D., Schoenwael der, J.,
Case, J., Rose, M and S. Wl dbusser, "Textual
Conventions for SMv2", STD 58, RFC 2579, April
1999.

McC oghrie, K, Perkins, D., Schoenwael der, J.,
Case, J., Rose, M and S. \Wal dbusser,
"Conformance Statements for SMv2", STD 58, RFC
2580, April 1999.

Levi, D., Meyer, P. and B. Stewart, "SNWP
Applications”, RFC 2573, April 1999.

I nformati on processing systens -- Open Systens
I nterconnection -- Specification of Abstract
Syntax Notation One (ASN. 1), International
Organi zation for Standardizati on.

International Standard 8824, Decenber 1987.

Dani ele, M, Haberman, B., Routhier, S. and J.
Schoenwael der "Textual Conventions for |nternet
Net wor k Addr esses", RFC 2851, June 2000.

http://wwv i si.edu/in-notes/ianalassi gnnents/sm -nunbers

[ I ANA- CONSI DERATI ONS] Al vestrand, H and T. Narten, "CQuidelines for

[ RFC2119]

Mcd oghri e,

et al.

Witing an | ANA Consi derations Section in
RFCs", BCP 26, RFC 2434, Cctober 1998.

Bradner, S., "Key words for use in RFCs to

I ndi cat e Requirenent Levels", BCP 14, RFC 2119,
March 1997.

St andards Track [ Page 39]



RFC 3159 SPPI August 2001

Ful | Copyright Statenent
Copyright (C The Internet Society (2001). Al Rights Reserved.

Thi s docunent and translations of it may be copied and furnished to
ot hers, and derivative works that conment on or otherwi se explain it
or assist inits inplenentation may be prepared, copied, published
and distributed, in whole or in part, without restriction of any

ki nd, provided that the above copyright notice and this paragraph are
i ncluded on all such copies and derivative works. However, this
docunent itself may not be nodified in any way, such as by renoving
the copyright notice or references to the Internet Society or other
I nternet organi zati ons, except as needed for the purpose of
devel opi ng Internet standards in which case the procedures for
copyrights defined in the Internet Standards process nust be
followed, or as required to translate it into |anguages ot her than
Engl i sh.

The Iimted perm ssions granted above are perpetual and will not be
revoked by the Internet Society or its successors or assigns.

Thi s docunent and the information contained herein is provided on an
"AS | S" basis and THE | NTERNET SOCI ETY AND THE | NTERNET ENG NEERI NG
TASK FORCE DI SCLAI M5 ALL WARRANTI ES, EXPRESS OR | MPLI ED, | NCLUDI NG
BUT NOT LI M TED TO ANY WARRANTY THAT THE USE OF THE | NFORVATI ON
HEREI N W LL NOT | NFRI NGE ANY RI GHTS OR ANY | MPLI ED WARRANTI ES OF
MERCHANTABI LI TY OR FI TNESS FOR A PARTI CULAR PURPCSE

Acknowl edgenent

Funding for the RFC Editor function is currently provided by the
I nternet Society.

McC oghrie, et al. St andards Track [ Page 40]






