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Abst ract

RFC 3177 argued that in IPv6, end sites should be assigned /48 bl ocks
in most cases. The Regional Internet Registries (R Rs) adopted that
recomendati on in 2002, but began reconsidering the policy in 2005.
Thi s docunent obsol etes the RFC 3177 recommendati ons on the

assi gnment of |Pv6 address space to end sites. The exact choice of
how much address space to assign end sites is an issue for the
operational comunity. The IETF s role in this case is limted to
provi di ng gui dance on | Pv6 architectural and operationa

consi derations. This docunent reviews the architectural and
operational considerations of end site assignnments as well as the
notivations behind the original recomendations in RFC 3177.

Mor eover, this document clarifies that a one-size-fits-al
recomendati on of /48 is not nuanced enough for the broad range of
end sites and is no | onger recommended as a single default.

Thi s docunment obsol etes RFC 3177.

Status of This Meno
This menmp docunents an Internet Best Current Practice.
Thi s docunent is a product of the Internet Engineering Task Force
(IETF). It represents the consensus of the |IETF community. It has
recei ved public review and has been approved for publication by the
I nternet Engineering Steering Goup (IESG. Further information on
BCPs is available in Section 2 of RFC 5741.
I nformati on about the current status of this docunment, any errata,

and how to provide feedback on it may be obtained at
http://ww. rfc-editor.org/info/rfc6177
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1

| ntroducti on

There are a nunber of considerations that factor into address
assignment policies. For exanple, to provide for the |ong-term
health and scalability of the public routing infrastructure, it is

i nportant that addresses aggregate well [ROUTE-SCALING . Likew se,
gi ving out an excessive anpunt of address space could result in
premat ure depl etion of the address space. This docunent focuses on
the (nore narrow) question of what is an appropriate |IPv6 address
assignment size for end sites. That is, when end sites request |Pv6
address space fromI|SPs, what is an appropriate assignnent size.

RFC 3177 [RFC3177] called for a default end site | Pv6 assignnent size
of /48. Subsequently, the Regional Internet Registries (R Rs)

devel oped and adopted | Pv6 address assignnent and all ocation policies
consistent with the recomendati ons of RFC 3177 [RIR-IPV6]. [In 2005,
the RIRs began discussing | Pv6 address assignnment policy again

Since then, APNI C [ APNI C-ENDSI TE], ARIN [ ARI N-ENDSI TE], and Rl PE

[ R PE- ENDSI TE] have revised the end site assignnent policy to

encour age the assignnent of smaller (i.e., /56) blocks to end sites.

Thi s docunent obsoletes RFC 3177, updating its recomrendations in the
fol |l owi ng ways:

1) It is no longer recomended that /128s be given out. Wile
there may be sonme cases where assigning only a single address
may be justified, a site, by definition, inplies multiple
subnets and mul tipl e devices.

2) RFC 3177 specifically recommended using prefix |lengths of /48,
/64, and /128. Specifying a small nunber of fixed boundaries
has rai sed concerns that inplenmentations and operationa
practices m ght becone "hard-coded" to recogni ze only those
fixed boundaries (i.e., a return to "classful addressing").
The actual intention has always been that there be no hard-
coded boundaries within addresses, and that C assless Inter-
Domain Routing (CIDR) continues to apply to all bits of the
routing prefixes.

3) This docunent noves away fromthe previous recomendati on that
a single default assignment size (e.g., a /48) makes sense for
all end sites in the general case. End sites conme in different
shapes and sizes, and a one-size-fits-all approach is not
necessary or appropriate.

Narten, et al. Best Current Practice [ Page 3]



RFC 6177 | Pv6 Address Assignnent to End Sites March 2011

Thi s docunent does, however, reaffirman inportant assunption behind
RFC 3177:

A key principle for address managenent is that end sites al ways be
able to obtain a reasonabl e ampbunt of address space for their
actual and planned usage, and over time ranges specified in years
rather than just nmonths. In practice, that neans at |east one
/64, and in nost cases signhificantly nore. One particular
situation that must be avoided is having an end site fee

conpelled to use I Pv6-to-1Pv6 Network Address Transl ation or other
burdensone address conservation techni ques because it coul d not
get sufficient address space.

Thi s docunent does not make a fornal recommendati on on what the exact
assi gnment size should be. The exact choice of how rmuch address
space to assign end sites is an issue for the operational comunity.
The IETF s role in this case is |limted to providing guidance on | Pv6
architectural and operational considerations. This docunent provides
i nput into those discussions. The focus of this docunent is to

exam ne the architectural issues and sone of the operationa

consi derations relating to the size of the end site assignnent.

2. On /48 Assignnents to End Sites

Looki ng back at sone of the original notivations behind the /48
recomendati on [ RFC3177], there were three main concerns. The first
notivation was to ensure that end sites could easily obtain
sufficient address space wi thout having to "junmp through hoops" to do
so. For example, if someone felt they needed nore space, just the
act of asking would at sone |evel be sufficient justification. As a
conparison point, in |IPv4, typical hone users are given a single
public I P address (though even this is not always assured), but
getting any nore than one address is often difficult or even

i mpossible -- unless one is willing to pay a (significantly)

i ncreased fee for what is often considered to be a "higher grade" of
service. (It should be noted that increased ISP charges to obtain a
smal | nunber of additional addresses cannot usually be justified by
the real per-address cost levied by RIRs, but additional addresses
are frequently only available to end users as part of a different
type or "higher grade" of service, for which an additional charge is
| evied. The point here is that the additional cost is not due to the
RIR fee structures, but to business choices |ISPs nake.) An inportant
goal in IPv6 is to significantly change the default and m ninal end
site assignnent, from"a single address" to "nultiple networks" and
to ensure that end sites can easily obtain address space.
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A second notivation behind the original /48 recommendati on was to
sinmplify the managenent of an end site’'s addressing plan in the
presence of renunmbering (e.g., when switching ISPs). In IPv6, a site
may si multaneously use nultiple prefixes, including one or nore
public prefixes fromlSPs as well as Unique Local Addresses

[ ULA- ADDRESSES]. In the presence of nmultiple prefixes, it is
significantly | ess conplex to nanage a nunbering plan if the sane
subnet nunbering plan can be used for all prefixes. That is, for a
[ink that has (say) three different prefixes assigned to it, the
subnet portion of those prefixes would be identical for all assigned
addresses. In contrast, renunbering froma |arger set of "subnet
bits" into a smaller set is often painful, as it can require naking
changes to the network itself (e.g., collapsing subnets). Hence,
renunbering a site into a prefix that has (at |east) the sanme nunber
of subnet bits is nore straightforward, because only the top-Ieve
bits of the address need to change. A key goal of the
recomendations in RFC 3177 is to ensure that upon renunbering, one
does not have to deal with renunbering into a smaller subnet size.

It should be noted that simlar argunments apply to the nanagenent of
zone files in the DNS. In particular, managi ng the reverse
(ip6.arpa) tree is sinplified when all 1inks are nunbered using the
same subnet ids.

A third notivation behind the /48 recomrendati on was to better
support network growth comon at many sites. In IPv4, it is usually
difficult (or inpossible) to obtain public address space for nore
than a few nonths worth of projected growh. Thus, even slow growh
over several years can lead to the need to renunber into a | arger
address block. Wth IPv6's vast address space, end sites can easily
be given nore address space (conpared with | Pv4) to support expected
growm h over nulti-year tine periods.

VWile the /48 recomendati on does sinplify address space managenent
for end sites, it has also been widely criticized as being wasteful.
For exanple, a |large business (which may have thousands of enpl oyees)
woul d, by default, receive the sane anpbunt of address space as a hone
user, who today typically has a single (or snmall nunber of) LAN and a
smal | nunmber of devices (dozens or less). Wile it seenms |ikely that
the size of a typical hone network will grow over the next few
decades, it is hard to argue that honme sites will make use of 65K
subnets within the foreseeable future. At the sane tine, it mght be
tempting to give hone sites a single /64, since that is already
significantly nore address space conpared with today's |Pv4 practice.
However, this precludes the expectation that even hone sites wll
grow to support multiple subnets going forward. Hence, it is
strongly intended that even hone sites be given nultiple subnets
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4.

4.

wort h of space, by default. Hence, this docunent still recomends
giving honme sites significantly nmore than a single /64, but does not
recommend that every hone site be given a /48 either

A change in policy (such as above) would have a significant imnmpact on
address consunption projections and the expected | ongevity for |Pve6.
For exanple, changing the default assignnment froma /48 to /56 (for
the vast mpjority of end sites, e.g., home sites) would result in a
savings of up to 8 bits, reducing the "total projected address
consunption" by (up to) 8 bits or two orders of magnitude. (The
exact anount of savings depends on the relative nunber of home users
conpared with the nunber of larger sites.)

The above-nentioned goals of RFC 3177 can easily be nmet by giving
hone users a default assignment of |ess than /48, such as a /56.

O her RFC 3177 Consi derations

RFC 3177 suggested that sone nulti hom ng approaches (e.g.
CGeneralized Structure Elenent (GSE)) might benefit from having a
fixed /48 boundary. This no |onger appears to be a consideration

RFC 3177 argued that having a "one-size-fits-all" default assignnent
size reduced the need for custoners to continually or repeatedly
justify the usage of existing address space in order to get "a little
nore". Likewi se, it also reduces the need for ISPs to eval uate such
requests. G ven the large anmbunt of address space in IPv6, there is
pl enty of space to grant end sites enough space to be consistent with
reasonabl e growm h projections over nmulti-year time frames. Thus, it
remains highly desirable to provide end sites with enough space (on
both initial and subsequent assignnents) to |ast several years.
Fortunately, this goal can be achieved in a nunber of ways and does
not require that all end sites receive the sanme default size

assi gnment .

| npact on | Pv6 Standards
1. RFC 3056: Connection of |Pv6 Domains via |IPv4d C ouds

RFC 3056 [ RFC3056] describes a way of generating | Pv6 addresses from
an existing public IPv4 address. That docunent describes an address
format in which the first 48 bits concatenate a well-known prefix
with a globally unique public | Pv4 address. The "SLA ID' field is
assumed to be 16 bits, consistent with a 16-bit "subnet id" field.

To facilitate transitioning fromthe address nunbering scheme in RFC
3056 to one based on a prefix obtained froman ISP, an end site would
be advised to nunmber out of the right nost bits first, using the
leftmost bits only if the size of the site nmade that necessary.
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Sim | ar considerations apply to other docunents that allow for a
subnet id of 16 bits, including [ ULA- ADDRESSES] .

4.2. 1Pv6 Milticast Addressing

Sone | Pv6 nulticast address assignnment schenes enbed a unicast |Pv6
prefix into the multicast address itself [RFC3306]. Such docunents
do not assunme a particular size for the subnet id, per se, but do
assune that the IPv6 prefix is a /64. Thus, the relative size of the
subnet id has no direct inpact on multicast address schenes.

5. Summary

The exact choice of how nuch address space to assign end sites is an
i ssue for the operational community. The recomendation in RFC 3177
[ RFC3177] to assign /48s as a default is not a requirement of the

| Pv6 architecture; anything of length /64 or shorter works froma

st andards perspective. However, there are inportant operationa

consi derations as well, sone of which are inportant if users are to
share in the key benefit of |Pv6: expanding the usabl e address space
of the Internet. The |ETF recomrends that any policy on |IPv6 address
assignment policy to end sites take into consideration the foll ow ng:

- it should be easy for an end site to obtain address space to
nunber nultiple subnets (i.e., a block larger than a single /64)
and to support reasonable growh projections over long tine
periods (e.g., a decade or nore).

- the default assignnent size should take into consideration the
likelihood that an end site will have need for multiple subnets
in the future and avoid the | Pv4 practice of having frequent and
continual justification for obtaining small anmounts of
addi ti onal space.

- Although a /64 can (in theory) address an alnobst unlimted
nunber of devices, sites should be given sufficient address
space to be able to | ay out subnets as appropriate, and not be
forced to use address conservation techni ques such as using
bridgi ng. Wether or not bridging is an appropriate choice is
an end site matter.

- assigning a longer prefix to an end site, conpared with the
existing prefixes the end site already has assigned to it, is
likely to increase operational costs and conplexity for the end
site, with insufficient benefit to anyone.

Narten, et al. Best Current Practice [ Page 7]



RFC 6177 | Pv6 Address Assignnent to End Sites March 2011

- the operational considerations of nmanagi ng and del egating the
reverse DNS tree under ip6.arpa on nibble versus non-nibble
boundari es shoul d be given adequate consi deration

6. Security Considerations
Thi s docunent has no known security inplications.
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